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Foreword 
Dear Minister,  

Over the past seven months my review team and I have engaged hundreds of experts and 
practitioners across energy, technology, academia, and consumer groups in the UK and beyond. 
Through our engagement we have sought to understand how and where AI technology is already 
having an impact in the electricity networks, where the most promising future opportunities lie, and 
what is standing between opportunity and impact.  
 
The breadth of existing and potential applications is wide, underlined and expanded by ongoing, fast 
developments in AI and adjacent technologies. While we cover a broad set of issues in this review, it 
was not possible or practical to address in detail every single topic which was brought to our attention. 
In considering where to focus our attention and recommendations we were guided by the following 
principles: 
 

● Be ambitious and forward looking - seek and be ready to exploit future opportunities and 
mitigate future risks, not just those that are present today. 

● Serve the system at large, not just specific use cases - move beyond accelerating specific 
high-value use cases to wider system-level changes that will enable AI to deliver value across 
the system.  

● Promote the widest possible set of national interests - from leveraging AI to drive down 
energy bills for households and businesses, to positioning the UK as a leading environment for 
developing and proving AI technologies that can compete and scale globally.  
 

Just as was true for other technologies in the past, the opportunity from AI comes not just from what it 
can do in the system as it is, but from its potential to change the system itself. The biggest returns for 
Britain’s long-term economic future will come from the latter, since the major opportunities for AI-driven 
system change are also those that reduce costs across the economy, redirect value to households 
and businesses, and provide the UK’s emerging AI-energy innovators with a platform to grow, 
compete, and export.  
 
With these ambitions in mind, we recommend moving to risk-based management of the grid, creating 
the conditions needed for a fairer and more flexible system, and building the frameworks needed to 
safely enable future adoption of AI-enabled autonomy across the electricity network. Delivering these 
things will not be easy but the effort is justified. Returns will extend well beyond the energy system 
itself. 
 
The work to achieve these recommendations will take time and need steadfast leadership. While much 
of it can and must begin immediately, we should prepare for a decade of delivery. We have aimed to 
set out an ambitious but achievable path through that period. 
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In developing our recommendations, my team and I made some assumptions which are helpful to note 
upfront: 

● Firstly, existing initiatives to digitalise the energy system and replace legacy systems will 
continue. Extensive programmes of work are underway here. Their rapid delivery is vital, but in 
general we have not sought to examine or comment on them in detail, except where novel AI-
specific gaps were identified in discussions.  

● Secondly, further breakthroughs in hardware, AI algorithms, and other relevant technologies 
should be expected. We can make reasonable predictions about these in the short term but 
beyond that, it is not possible to know their precise nature nor timing. We have aimed to ensure 
our recommendations will position the UK to capitalise on a broad range of future trajectories. 

● Thirdly, delivery of the Clean Power Mission will continue, in line with the direction set out in 
the corresponding Clean Power 2030 Action Plan. 

Some topics were expressly out of scope of this review because they are the focus of specific and 
intensive attention elsewhere. Two of these nevertheless warrant brief comment. 

Cyber security is of course of fundamental importance for applications of AI in the electricity networks. 
The increasing role of AI in the grid requires careful consideration because it will alter potential attack 
surfaces and propagation paths for adversaries. Occasional reference to cyber security is made 
throughout this report, particularly in relation to AI testing and assurance, but in general government 
should ensure cyber security considerations are embedded into thinking about AI deployment in the 
networks in ways that protect national security without unnecessarily restricting the pace of AI 
deployment. 

While siting and energy usage of data centres was also out of scope, we should not dismiss concerns 
about potential sustainability impacts of the infrastructure required to develop and use AI technologies. 
I do not believe we can afford to leave these matters fully to industry to resolve, nor do I believe we 
can afford to lower our ambitions for an innovation-rich economy catalysed by AI. I encourage the 
government to seek and speed up inventive policies to advance technology-led growth within 
planetary boundaries, and to support promising areas of innovation with the potential to play an 
important future role here. 

Finally, this report represents the collective effort, expertise, and cooperation of numerous people. In 
particular, thanks go to: 

● The many individuals and organisations who engaged with this review through workshops, 
meetings, surveys, and other methods; 

● Officials from across government who have supported this review, especially those at the 
Department for Energy Security and Net Zero;  

● My review team members from the Energy Systems Catapult, Digital Catapult, and Alan Turing 
Institute, who brought enthusiasm and commitment to this process. Special thanks to Sam 
Young for his patient and pragmatic assistance in drafting, and to Beth Medlik for her skilful 
coordination; and  

● Colleagues at Centre for Net Zero for their understanding and encouragement. 

Yours sincerely,  

Lucy Yu   
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Executive summary 
The electricity system is becoming fundamentally more complex to operate as weather-dependent 
generation, electric vehicles and other flexible demands play an increasing role in the system. 
Electricity balancing costs are rising as a result, as it becomes more challenging to manage today’s 
system effectively using existing tools and approaches. 

Artificial Intelligence is already being applied to help address this: to improve forecasting, optimise 
energy usage, and support system planning. AI can help system operators respond more effectively to 
increasingly complex conditions, allowing them to make decisions with greater precision, speed, and 
confidence. And it can act as an enabler for households and businesses to capture a greater share of 
the future value in the system, supporting wider social and economic objectives. 

But its impact could - and must - go much further than it does today, with potential value to consumers 
and the economy measured in billions of pounds.  

The primary constraints on AI’s potential to deliver better grid operations are not technology, but rather 
outdated assumptions about how the grid should be operated, and a system which is already unable 
to integrate innovation at pace and scale, where existing deficiencies will only become more acute as 
the capability of AI technologies develops.  

Against this backdrop the goal should be to structure the system so that AI can be used most 
effectively in the widest range of forms, for the widest set of applications.  

As a result, this report focuses on four high impact areas:  

● How to change the underpinning rules for operating the grid to make fullest use of AI to run it 
more effectively (Chapter 1);  

● How to ensure AI applications deliver tangible benefits for domestic and business consumers 
(Chapter 2);  

● How to prepare the grid and wider system to make responsible use of AI’s potential future 
capability for autonomy (Chapter 3); and  

● How to streamline testing and deployment so that AI solutions can make a difference in the 
grid more quickly (Chapter 4). 

In each of these four areas this report identifies a core recommendation, with further recommendations 
setting out specific delivery activities or enabling mechanisms. Together, these actions establish a 
transition from the static, rules-based system of today to a dynamic, AI-enabled system that operates 
with increased precision, lower cost, and greater social value. 
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Core Recommendation 1: Government should set a strategic intent to move to 
full probabilistic, risk-based grid operations by 2035 and planning by 2036, and 
set out a roadmap for implementation as part of its upcoming AI for energy 
strategy 
Today’s approach to grid operation is based on deterministic rules designed for a simpler, more 
predictable system which no longer exists. Rather than continuously measuring and managing risk, 
these rules require us to insure against pre-specified worst cases regardless of actual system 
conditions. Effectively, this approach hardcodes higher than necessary costs into how the grid is run.   

AI, combined with advances in computation and access to data, means now is the time to change this. 
True probabilistic, system-wide management of risk in the grid is within reach, and could deliver 
equivalent or better reliability outcomes at a proportionate, lower cost. 

Making this shift will be non-trivial and will require a coordinated, sector-wide effort that must 
necessarily be led by government, since no other single institution has both the cross-sector authority 
and the incentive to do so. Government should begin work towards this immediately, making it the top 
priority of its planned AI for energy strategy. 
 
The full list of recommendations in Chapter 1 is: 

# Recommendation Owner Key 
contributors 

1 Government should set a strategic intent to move to full probabilistic, 
risk-based grid operations by 2035 and planning by 2036, and set out a 
roadmap for implementation as part of its upcoming AI for energy 
strategy 

Government - 

2 NESO should work with networks to develop probabilistic risk modelling 
of grid operations by 2030 

NESO Networks 

3 Government should work with industry, Ofgem and wider society to 
develop appropriate risk metrics and thresholds by 2030 

Government Ofgem, 
Industry, 
Wider 
Society 

4 Government should consider a phased rollout of risk-based operation in 
one or more regions before a national rollout 

Government NESO, 
Networks 

5 Establish open benchmarking and leaderboard challenges for weather-
dependent power system forecasting by H1 2027 

Government Networks 

6 NESO and DSOs should have the capability to quickly add, manage and 
use large numbers of probabilistic forecasts in their core operations by 
2030 

NESO, 
DSOs 

Ofgem 

7 NESO should consider whether setting up an energy forecasting 
marketplace would help accelerate AI forecasting adoption in the grid 

NESO - 

8 UKRI should fund the development and integration of GPU-accelerated 
power flow solvers into open-source power modelling tools by Q4 2027 

UKRI Researchers 

9 UKRI should focus funding on using AI to accelerate power flow models UKRI NESO, 
Researchers 

10 NESO and networks should prioritise making data available that 
supports AI research into dynamic security assessment 

NESO Networks 

11 NESO and networks should release an open-source high-fidelity model 
of a GB-like grid with an accompanying interactive training environment 
by 2028 

NESO Networks, 
UKRI 
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Core Recommendation 2: Government should prioritise ensuring that benefits of 
AI-driven flexibility accrue to consumers 
AI can help domestic and business energy users lower their energy bills by continually optimising their 
controllable electricity usage - for example EV charging, smart appliances and industrial processes - to 
line up with times when electricity generation is cheap and the network has capacity.  
 
This is valuable for individual consumers, but also for the system as a whole. It reduces the need to 
use more expensive generation to meet peak electricity usage and to build more grid infrastructure. 
Ensuring the value from flexible demand flows through to consumers is essential.  
 
However, while consumer-facing AI can be powerful for capturing consumer objectives and 
preferences, AI focused on individual objectives may fail to deliver important collective outcomes like 
grid stability and resilience.  
 
Coordination in some form is therefore essential, but aligning this coordination to work for everyone 
requires that the goals of AI optimisers and the inputs they use to achieve them reflect the system 
needs as directly as possible and are designed to reduce the risk of AI-enabled gaming. Information 
flows and markets need to be designed with AI in mind to ensure collective outcomes continue to be 
achieved effectively. 
 
While consumers on aggregate will benefit from efficiency savings from AI-enabled optimisation, it is 
also important that value is distributed fairly, which may require new mechanisms that take into 
account the effects of AI. 
 
The full list of recommendations in Chapter 2 is: 

# Recommendation Owner Key 
contributors 

12 Government should prioritise ensuring benefits from AI-driven flexibility 
accrue to consumers 

Government Ofgem 

13 DESNZ, Ofgem and NESO should embed control systems expertise into 
electricity market design to account for the system dynamics created by 
widespread AI optimisation 

DESNZ, 
Ofgem, 
NESO 

- 

14 Government should work with NESO and researchers to create a shared 
capability for system-level testing of agentic AI systems 

Government NESO, 
Researchers 

15 Government should ensure AI optimisers receive effective signals of grid 
congestion on operational time frames 

Government Ofgem, 
NESO 

16 Ofgem should develop and implement new mechanisms for ensuring 
consumers get fair value from suppliers and asset optimisers 

Ofgem - 

17 Government should require Ofgem and the CMA to develop and 
maintain active capability to prevent, detect and respond to gaming and 
algorithmic collusion on both short and long timescales 

Government Ofgem, CMA 

18 Government should continue to fund schemes and promote mechanisms 
that give fuel poor households access to flexible energy devices 

Government - 

19 Government and Ofgem should review cost recovery mechanisms for 
network and policy costs to ensure they remain efficient and fairly 
distributed as AI optimisation becomes widespread 

Government, 
Ofgem 

NESO, 
Networks 

20 Government should explore whether a publicly owned aggregator could 
deliver more value from flexibility for the public estate 

Government - 
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Core Recommendation 3: Government should clearly define approval authorities 
and processes for deployment of AI-enabled autonomy in the grid 
Automation already plays a major role in the electricity grid, with activities that require actions on 
timeframes too short for humans having been automated for decades. As the complexity of the grid 
and the capabilities of AI both increase, we will have increasing options to further automate, and even 
extend beyond automation into autonomy. 
 
This could be particularly helpful in an increasingly complex grid, where the ability to direct an 
autonomous agent (or group of agents) to pursue objectives without having to either pre-specify all its 
behaviours or closely supervise its activities has the potential to unlock new ways of operating that are 
more efficient and resilient. 
 
This does not imply that we should pursue maximal autonomy by default. When and where it makes 
sense to pursue autonomy will be determined by commercial and social value cases, as well as our 
ability to adequately understand and mitigate risks. 
 
However, as technology progresses we must ensure we are not heading towards a future in which we 
are unable to exploit useful and high value applications of autonomy due to a lack of institutional and 
regulatory preparedness, or one in which we must do so according to values, rules, or standards set 
elsewhere, absent our input.  
 
Preparing for higher levels of autonomy than we currently have is essential to allow us to make 
informed and well-governed choices about whether and where autonomy should be deployed in 
specific grid use cases in future. 
 
The full list of recommendations in Chapter 3 is: 

# Recommendation Owner Key 
contributors 

21 Government should work with industry to agree a clear framework for 
defining autonomy in the grid by H1 2027 

Government - 

22 Government should work with Ofgem, NESO, industry and researchers 
to specify a common framework for specifying operational design 
domains for grid applications by H1 2028 

Government Ofgem, 
NESO, 
Industry, 
Researchers 

23 Government should work with Ofgem and AISI to develop a safety case 
framework for autonomous AI in the grid by 2030 

Government  Ofgem, AISI 

24 Ofgem should work with industry to identify an AI use case for which 
moving up the delegation levels is desirable, and use this to develop 
best practice for doing so effectively at appropriate pace 

Ofgem Industry 

25 Government should develop a long-term roadmap for updating 
accountability and liability mechanisms to account for AI-enabled 
autonomy in the grid as part of its AI Strategy  

Government Ofgem 

26 Government should clearly define approval authorities and processes for 
deployment of AI-enabled autonomy in the grid  

Government Ofgem 

27 Government should build UK capability in defining and encoding 
objectives for AI systems 

Government AISI, 
Researchers 

28 Ofgem should develop a roadmap for digitalising codes and regulations, 
including mechanisms for AI-readable compliance and automated 
regulatory assurance 

Ofgem Code 
Managers 
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Core Recommendation 4: Government should fund a national AI for Grid 
Innovation Delivery hub that provides a clear pathway for delivering AI solutions 
across the grid 
AI can only deliver benefits to consumers and the grid if it is actually integrated into everyday grid 
operations. Research, demonstrations and pilots do not deliver the scale of the benefits required - this 
only comes from real world deployment. 

Getting AI tools all the way to real world deployment in the grid is much too hard today. Data 
availability and integration with legacy software are significant enough technical challenges in 
isolation, but they are often accompanied by risk-aversion in operational environments, inconsistent 
and sometimes perverse funding incentives, and immature testing and assurance standards. 

Overcoming these combined barriers requires two things: a shift in mindset and incentives from one-
off delivery to continuous evolution, and an organisation relentlessly focused on removing barriers to 
system-wide implementation. 

To achieve this the government should fund an innovation delivery hub that coordinates the end-to-
end acceleration of research, testing and implementation for key AI use cases in the grid. This should 
connect and leverage existing centres of expertise across the UK, while also building a sufficiently 
strong core capability to deliver technical activities such as defining benchmarks and assurance 
frameworks. 

The full list of recommendations in Chapter 4 is: 
# Recommendation Owner Key 

contributors 
29 Ofgem should redesign digitalisation incentives and funding to reinforce 

network-wide continuous implementation, investment, and improvement 
in AI, by 2028 

Ofgem NESO, 
Networks 

30 Government and Ofgem should continue to move towards regulatory 
approaches that are well suited to governing the new and evolving 
organisational roles that AI may enable 

Government 
Ofgem 

- 

31 Government should continue to prioritise, and where possible 
accelerate, digitalisation of the energy system 

Government NESO, 
Ofgem, 
Networks  

32 Ofgem should use its powers under the Data Best Practice Guidance to 
drive greater interoperability and standardisation of granularity and 
latency by H1 2027 

Ofgem NESO, 
Networks 

33 Government should invest in high-resilience sovereign AI compute that 
can underpin future grid operations AI workloads 

Government NESO, 
Networks 

34 Government should fund a national AI for Grid Innovation Delivery hub 
that provides a clear pathway for delivering AI solutions across the grid 

Government NESO, 
Networks 
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Chapter 1: 

A risk-aware system 

Recommendation 1: Government should set a strategic intent to move to full 
probabilistic, risk-based grid operations by 2035 and planning by 2036, and set 
out a roadmap for implementation as part of its upcoming AI for energy strategy 
 
The risk profile of today’s high-renewable, increasingly electrified energy system bears little 
resemblance to the system of decades past, yet our frameworks for assessing and managing risk 
across electricity system planning, design and operations have remained largely unchanged and rigid 
in their prescription.  
 
The result is that we are now routinely overpaying to guarantee grid headroom and services to insure 
against low probability events whose likelihood and consequences do not always justify the cost of full 
insurance; and making grid connection offers and reinforcement investments based on network 
models that were not designed for - and do not adequately reflect - today’s complexity. What is more, 
the high costs we incur in doing so are, to varying extents, baked into the system so long as it 
continues to operate within this paradigm, throttling development of the dynamic and innovative 
economy the UK needs and damaging wider support for environmental action. 
 
This need not be the case. For the first time, both traditional and newer forms of AI combined with 
advances in compute and access to data, enable substantial improvements to our ability to forecast 
and model the current and future system states, and to do so continuously at the speeds required to 
be operationally useful. Collectively, these things put true probabilistic, system-wide management of 
the grid within reach - a goal experts have been working towards for years1 2 3

1 G. Strbac, R. Moreno, D. Pudjianto, M. Castro, ‘Towards a risk-based network operation and design 
standards’, 2011. 
2 SINTEF, ‘Generally Accepted Reliability Principle with Uncertainty modelling and through probabilistic Risk 
assessment’, 31 October 2017. 
3 ENTSO-E, ‘2025 Biennial operational probabilistic coordinated security assessment and risk management 
Progress Report’, 12 December 2025. 

. This would enable us 
to replace rigid and expensive-to-meet rules of thumb inputs with probability-weighted risk assessment 
that has the potential to deliver equivalent or better reliability outcomes at a proportionate, much lower 
cost.  
 
This is a fundamental new lever now available to us to bring down high system costs. The earlier this 
mechanism is implemented, the sooner it can translate into critically needed and perpetual real-world 
savings. 
 
High energy costs have a broad economic impact - they pass through to electricity bills for households 
and businesses, with compounding effects across the economy. High electricity costs track directly 
against economic performance in the UK, an effect that was particularly notable in the 2022 energy 
shock when high energy prices materially worsened UK inflation, real incomes, and short-run GDP 

 

https://ieeexplore.ieee.org/abstract/document/6039494/
https://ieeexplore.ieee.org/abstract/document/6039494/
https://cordis.europa.eu/project/id/608540
https://cordis.europa.eu/project/id/608540
https://www.entsoe.eu/news/2025/12/12/entso-e-publishes-a-third-progress-report-on-probabilistic-risk-assessment-in-europe/
https://www.entsoe.eu/news/2025/12/12/entso-e-publishes-a-third-progress-report-on-probabilistic-risk-assessment-in-europe/
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performance4, while business closures and insolvency risks rose in sectors that were simultaneously 
energy-exposed and demand-stressed5

4Office for Budget Responsibility, ‘Economic and Fiscal Outlook - November 2022’, November 2022.  
5Office for National Statistics, ‘Rising business insolvencies and high energy prices’, 7 October 2022. 

. High energy costs have consequences for social wellbeing 
too, with evidence showing that difficulty paying energy bills and living in an inadequately warmed 
home are associated with poor mental health and depression in adults6, and poor attainment levels in 
schools7. 

6Office for National Statistics, ‘Cost of living and depression in adults, Great Britain: 29 September to 23 October 
2022’, 6 December 2022. 
7Baranyi, G., Harron, K. and Fitzsimons, E., ‘Housing quality and educational outcomes in England: linking the 
Millennium Cohort Study with the National Pupil Database’, 2025. 

 
Altogether, the savings made by lowering system costs and related electricity bills for consumers and 
businesses would have wide-ranging effects beyond energy, across industry, health, and education. 
 
Making the shift to risk-based operations and planning will be non-trivial and will require a coordinated, 
sector-wide effort and commitment that must necessarily be led by government, since no other single 
institution has both the cross-sector authority and the incentive to do so. Government should begin 
work towards this immediately, making it the top priority of its planned AI for energy strategy.  

Deterministic rules were designed for yesterday’s grid 

Great Britain’s electricity grid is extremely reliable. The average consumer experiences less than 40 
minutes without electricity each year - or 0.008% of the time8

8Ofgem, ‘Annual report: Electricity Distribution 2024/25’, January 2026, p. 14. 

. We achieve this by designing and 
operating our transmission grid so that it is guaranteed to continue operating normally if one (or 
sometimes two) critical parts of the system fail9

9This is a simplification. While the transmission system is broadly planned and operated to be secure against a 
double circuit overhead line fault, and the distribution system a single fault, the actual rules (found mainly in the 
‘Security and Quality of Supply Standard’ for transmission and ‘Engineering Recommendation P2’ for 
distribution), are substantially more complex. 

. This is a deterministic security standard - meaning 
that the rule is both pre-specified, and it is binary; it is either met or unmet. Crucially, there is no 
weighing of probability - no consideration of how likely any particular failure is in reality, or the scale of 
its impacts. In practice this means that the system is insured against the worst case, and there is no 
ability to trade-off (for instance) the probability-weighted consequences of a 1 in 100,000 risk against 
cost, even if accurate models were available to inform such decision-making. 

To achieve this level of security the National Energy System Operator, NESO, continuously assesses 
and updates models of the network to check for compliance against the current and future expected 
system states. It models different ways things could go wrong (‘contingencies’); keeps parts of the grid 
operating below their maximum capacity so that if one part fails, others can pick up the slack; and 
pays for grid services both to avoid and recover from contingencies should they occur.  

In practical terms, deterministic standards therefore drive conservative grid management. It is 
important to note that under these standards sometimes the costs of protecting against a risk may be 
disproportionate to that risk, particularly if the likelihood or consequences of that risk are small. The 
alternative is to quantify the risks more directly, so that the decisions about which risks to mitigate and 
how can be made more explicit, with mitigation costs included as part of that decision. 

 

https://obr.uk/docs/dlm_uploads/CCS0822661240-002_SECURE_OBR_EFO_November_2022_WEB_ACCESSIBLE.pdf
https://obr.uk/docs/dlm_uploads/CCS0822661240-002_SECURE_OBR_EFO_November_2022_WEB_ACCESSIBLE.pdf
https://www.ons.gov.uk/businessindustryandtrade/changestobusiness/bankruptcyinsolvency/articles/risingbusinessinsolvenciesandhighenergyprices/2022-10-07?utm_source=chatgpt.com
https://www.ons.gov.uk/businessindustryandtrade/changestobusiness/bankruptcyinsolvency/articles/risingbusinessinsolvenciesandhighenergyprices/2022-10-07?utm_source=chatgpt.com
https://www.ons.gov.uk/peoplepopulationandcommunity/healthandsocialcare/mentalhealth/articles/costoflivinganddepressioninadultsgreatbritain/29septemberto23october2022
https://www.ons.gov.uk/peoplepopulationandcommunity/healthandsocialcare/mentalhealth/articles/costoflivinganddepressioninadultsgreatbritain/29septemberto23october2022
https://www.ons.gov.uk/peoplepopulationandcommunity/healthandsocialcare/mentalhealth/articles/costoflivinganddepressioninadultsgreatbritain/29septemberto23october2022
https://ijpds.org/article/view/3202?
https://ijpds.org/article/view/3202?
https://www.ofgem.gov.uk/sites/default/files/2026-01/ED-annual-report-2024-2025.pdf
https://www.ofgem.gov.uk/sites/default/files/2026-01/ED-annual-report-2024-2025.pdf
https://www.neso.energy/industry-information/codes/security-and-quality-supply-standard-sqss/sqss-code-documents
https://www.dcode.org.uk/assets/files/Qualifying%20Standards/ENA_EREC_P2_Issue%207_(2019).pdf
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How the system’s risk profile has changed 

The generation and demand mix has shifted fundamentally, and continues to do 
so 

Great Britain’s power system and its security standards were designed for a world of large, 
predictable, and directionally stable power flows, but those attributes are increasingly unrepresentative 
of today’s energy system. Weather-dependent renewable generation now accounts for the majority of 
output in a growing share of settlement periods (see Figure 1), and behind-the-meter technologies are 
changing network loading in ways that are either partially or wholly invisible to the system operator 
(see Figure 3). Both trends are (at least in part) policy-driven and will continue in the coming years.  

 

Figure 1: The proportion of settlement periods (half hours) per year where wind and solar made up at least 30% 
or 50% of total GB generation. Data from NESO’s Historic GB Generation Mix dataset. Note lower wind speeds 
in 2021 resulted in an unexpectedly large drop in renewable generation that year. 

Power flows on constrained corridors are now weather-driven and spatially 
correlated 

When wind output is high across a region, it is high across many sites simultaneously (see Figure 2), 
because the meteorological systems driving it operate at large geographic scales. Power flows on 
transmission corridors are therefore not just large in absolute terms during high-wind periods, but large 
across the whole corridor simultaneously. The severity of losing any element on that corridor is 
therefore not a fixed engineering consequence, but a strong function of weather conditions at the time. 

Weather-dependent renewables make up an increasing
proportion of generation

Proportion of settlement periods where renewables were greater than 30%
Proportion of settlement periods where renewables were greater than 50%
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https://www.neso.energy/data-portal/historic-generation-mix/historic_gb_generation_mix
https://climate.copernicus.eu/esotc/2021/low-winds
https://climate.copernicus.eu/esotc/2021/low-winds
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However, deterministic standards can only accommodate this by assessing security against the worst-
case power flow scenario all of the time, not just when weather conditions make it relevant to do so. 
This is a direct mechanism by which deterministic standards create rising constraint costs in a high-
renewable system: as the worst case becomes more severe, the cost of always pre-positioning to 
insure against it grows. 

Spatial correlation also affects generation forecasting. Generation forecasting typically benefits from 
errors on different generators partially cancelling each other out, but if renewable generators are in 
similar locations, that effect is reduced. AI can automatically capture those spatial correlations when 
forecasting (see AI Use Case: spatiotemporal correlation in forecasts). The GB grid also has 
interconnectors to the European grid, which means patterns in European weather also have some 
influence on the availability of power in the GB grid. 

 

Nearby wind farms experience highly correlated wind speeds
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Figure 2: Correlation of wind speed between pairs of offshore UK wind farms over 2000-2017 based on the 
distance between them10

10 Figure adapted from: Potisomporn, P., Vogel, C.R., ‘Spatial and temporal variability characteristics of offshore 
wind energy in the United Kingdom’, 2022. 

. This demonstrates that wind speed (and therefore power output) is more closely 
correlated when wind farms are physically close. Size of each circle relates to the combined capacity of the wind 
farm pairs. 

Our ability to forecast and model the system is weakest precisely when it 
matters most 

Grid models and forecasts are trained and validated against historical data. As renewable penetration 
increases, the system spends more time in operating conditions that are underrepresented in that 
data. High-renewable hours are both increasingly common and also the hours where models are least 
well calibrated, because of limited prior operating experience in those regimes. 

 

https://doi.org/10.1002/we.2685
https://doi.org/10.1002/we.2685
https://doi.org/10.1002/we.2685
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The result is that the models become less 
accurate and more uncertain in these 
conditions. This means that the prediction 
intervals used by grid operators to assess 
security compliance widen, especially during 
high renewable periods. This incentivises 
operators to layer on additional contingency 
to cover uncertainty they can’t directly 
measure. 

This challenge is likely to get harder before it 
becomes easier. Over the next two decades 
both generation and demand will continue to 
change substantially. As that happens, 
spatial correlations will shift and historical 
patterns will become less relevant. As we 
transform our energy system we will be in an 
extended period in which how the system 
worked in the past does not provide a strong 
indication of how it is working today.  

A growing share of network activity 
is invisible to system operators 

Historically, NESO has been able to maintain 
a good understanding of what is happening 
across the grid because large generators are 
required to share data with NESO about 
current and future actions. However, that is 
not the case for domestic solar, batteries, or 
EV charging (sometimes referred to as 
‘behind the meter’ technologies). NESO 
estimates it can see fewer than half of those 
devices11, but their importance for the GB 
grid is growing (see Figure 3).  

11 National Energy System Operator, ‘DER/CER Visibility and Access Roadmap’, March 2026, p. 30. 

A key consequence is that NESO is less able 
to model and predict the overall state of the network. Uncertainty around the behaviour of these 
devices is high, so NESO must hold (and pay for) additional reserve capability to respond to any 
unexpected system behaviours.  

Unlike for large scale generation forecasting, which can in principle improve with better models, this 
observability gap grows directly with behind-the-meter technology deployment, making it a more 
challenging structural feature of the energy transition that must be addressed through new 
mechanisms or data sources.  

 

AI Use Case: spatiotemporal correlation in 
forecasts 
 
Asset-level renewable generation forecasting using 
local weather inputs misses something important: 
nearby assets are not independent. A cloud shadow 
moving across a solar farm will reach the next farm 
downwind in a predictable time. The physical 
processes driving generation are spatially continuous, 
and the correlations between sites carry real 
information that single-site models discard. 
 
A range of AI techniques are well suited to capture 
these spatiotemporal relationships, including CNNs on 
gridded data like satellite and NWP (often used for PV), 
GNNs for non-gridded relationships (often used with 
wind) and LSTMs and Transformers for time-
dependency. Many of these have been well explored in 
academic research. 
 
The UK is already seeing benefits from this. UK startup 
Open Climate Fix developed a multi-modal late-fusion 
model that combines three data streams: NWP weather 
forecasts, real-time satellite imagery, and live PV 
generation readings to halve errors in solar generation 
forecasts for NESO, saving £30m per year in reserve 
costs. 
 
Spatial-aware wind forecasting has a solid academic 
foundation (largely built on GNNs) but is not yet 
deployed within industry. This is a potentially significant 
opportunity for the UK given the role offshore wind 
plays in the GB grid and the associated constraint 
costs. 
 
Building on wind forecasting, spatially aware constraint 
prediction is a key use case. A model that produced a 
joint probabilistic forecast of wind output across the GB 
fleet, and propagated that through a network flow 
model, could predict constraint risk at the B6 boundary 
with enough lead time for the system operator to pre-
position storage and flexibility rather than reacting after 
the constraint has bound.  

https://www.neso.energy/publications/der-cer-visibility-and-access-roadmap
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Figure 3: Estimated total generation capacity of domestic PV and storage (including EV charging) as a 
proportion of total UK generation capacity has more than tripled since 2014.12 

12 PV data based on UK Governments Energy Trends: UK renewables data with assumption that installation 
capacities of 4kW or under are domestic. Domestic storage includes domestic batteries, which come from MCS 
installation statistics and use the total number of installations to estimate capacity assuming a 5kW inverter, but 
are dominated by EV capacity estimates which assume a 7kW charger for all the installations recorded in grant 
schemes Electric vehicle charging infrastructure statistics (considering EVCI5101to EVCI5104 for current home 
charging grant and EVCI9502 for older grant scheme). The total generation capacity in the UK is based on the 
DUKES data - DUKES 5.12 (Plant installed capacity). 

The cost of deterministic thinking 

As outlined above, deterministic rules assume contingency severity is fixed, known, and independent 
of operating conditions. None of those assumptions hold today:  

● Contingency severity varies with weather-driven power flows. 
● Our ability to assess that severity is degrading in the operating conditions that are becoming 

most common. 
● A growing share of network load is invisible to models.  

This means the gap between the assumed and actual characteristics of the system will continue to 
grow, making deterministic standards an increasingly expensive way to manage a system they were 
never designed for.  

 

https://www.gov.uk/government/statistics/solar-photovoltaics-deployment
https://www.gov.uk/government/statistics/mcs-certified-domestic-battery-installation-statistics
https://www.gov.uk/government/statistics/mcs-certified-domestic-battery-installation-statistics
https://www.gov.uk/government/statistical-data-sets/electric-vehicle-charging-infrastructure-statistics-data-tables-evci
https://www.gov.uk/government/statistics/electricity-chapter-5-digest-of-united-kingdom-energy-statistics-dukes
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Balancing costs will continue to rise 

Operating an evolving grid to this deterministic standard has contributed to increasing balancing costs, 
which have risen from £1.2 billion in 2018/19, to £2.7 billion in 2024/5, and are forecast to continue to 
rise to £3.4 billion to £4.9 billion per year, even after significant investment in new grid infrastructure 
(see Figure 4)13. 

13 National Energy System Operator, ‘2025 Annual Balancing Costs Report’, June 2025. pp. 18, 32. 

 

Figure 4: The annual cost of balancing the GB grid, including forecasts for costs under two different Future 
Energy Scenarios by NESO (Holistic Transition and Electric Engagement) and assuming that network build for 
2030 can be accelerated to avoid a spike in balancing costs in 2030. Costs from 2031-2035 average between 
£3.4 billion and £4.9 billion, higher than in recent years.  

One element of balancing costs where deterministic standards clearly play a key role are constraint 
costs. Alongside physical network limitations, one of the drivers of constraint costs is the fixed 
requirement to keep spare capacity in the grid in case something fails. Because parts of the network 
must run below their physical maximum to protect against contingencies, there are times when parts of 
the grid cannot carry all the power a generator - for example, an offshore wind farm in Scotland - is 
producing while maintaining those safety margins. NESO pays the generator to stop generating 
('curtailment') and pays a different generator in an area where the grid has more capacity to produce 
instead. Overall, constraint costs have risen from £0.4 billion in 2019/20 to £1.7 billion in 2024/2514

14 National Energy System Operator, ‘2025 Annual Balancing Costs Report’, June 2025. p. 19. 

. 
Some of this curtailment occurred not because the grid had physically reached its limits, but because 
deterministic security standards required headroom be maintained against worst-case scenarios that 
were, at the time of curtailment, extremely unlikely to materialise.  

 

https://www.neso.energy/document/362561/download
https://www.neso.energy/document/362561/download
https://www.neso.energy/document/362561/download
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Under a probabilistic approach, a significant proportion of this energy could potentially have been 
transmitted, reducing both waste and cost.  

Risk-based approaches can help keep balancing costs down 

Experts recognise that deterministic rules are an imperfect approximation of probabilistic risks, and 
that this leads to inefficiencies in operation15 16

15 SINTEF, ‘GARPUR Project Results’, October 2017. 
16 Ofgem, ‘GSR009 Impact Assessment’, 12 August 2011, p. 5. 

. The full scale of potential efficiency savings from 
probabilistic risk-based operation is extremely difficult to quantify for complex, real world grids17, in 
part because the effects would be so pervasive across many interconnected decisions across the 
system. 

17An academic study looking at probabilistic security assessment for a small 24-bus theoretical grid found that 
total operating costs fell by 11% when moving from a deterministic to a probabilistic approach to grid security, 
but this cannot be reliably generalised to the GB grid: Heylen, E., Ovaere, M., Proost, S., Deconinck, G. and Van 
Hertem, D., ‘A multi-dimensional analysis of reliability criteria: From deterministic N−1 to a probabilistic 
approach’, Electric Power Systems Research, 167, 2019, pp. 290–300, Table 7 columns a and c. Importantly, 
this holds reliability standards constant - other figures in the table show the additional effects of relaxing reliability 
standards. 

However, narrower risk-based approaches to specific decisions have already proven their ability to 
deliver significant savings in practice, for example in the case of Dynamic Line Ratings. Traditionally 
overhead lines have been assigned a fixed ‘rating’ - the maximum current that can safely flow through 
the line - based on the worst-case weather conditions for each season. These ratings can be very 
conservative. For example, on windy days (often when line constraints matter most, because we want 
to transmit more energy from wind farms) lines are cooled by the wind itself and can often safely carry 
significantly more current than the fixed rating allows. 

Dynamic Line Ratings employ a risk-based approach (using forecast weather conditions and/or 
sensors on the lines) to reduce this uncertainty and give lines more accurate ratings that often allow 
them to carry up to 40% more power18

18 International Renewable Energy Agency, ‘Innovation Landscape Brief: Dynamic Line Rating’, 2000, p. 11. 

. National Grid's deployment of Dynamic Line Ratings across 
275km of transmission lines has the potential to save around £20 million19 in annual constraint cost 
savings, with an increased rollout up to 900km expected to save a further £50 million over the next five 
years20.  

19 National Grid, ‘National Grid installs grid-enhancing technology allowing more renewable power to flow 
through existing transmission lines’, 5 June 2025. 
20National Grid, ‘National Grid rollout new technology to expand the capacity of existing power lines’, 30 April 
2026. 

Similarly, NESO is aiming to roll out Dynamic Reserve Setting by early 202721, replacing deterministic 
rules with a tool which uses probabilistic machine learning to decide how much reserve to hold. During 
testing the tool recommended 380 MW less upward reserve overall versus the existing approach, and 
achieved a 1,000 MW reserve saving in a December 2023 trial22. This is expected to save around 
£30m per year in reserve costs23. 

  

 

21 National Energy System Operator, ‘Business Plan Annex 2’, 24 November 2025, p. 31. 
22 National Energy System Operator, ‘Probabilistic Machine Learning Solution for Dynamic Reserve Setting 
Close Down Report’, July 2024, p. 6.  
23 National Energy System Operator, ‘Energy Forecasting Strategy and Delivery Plan’, March 2026, p. 13. 

https://www.sintef.no/globalassets/project/garpur/deliverables/garpur-brochure.pdf
https://www.ofgem.gov.uk/sites/default/files/docs/2011/08/gsr009-impact-assessment_0.pdf
https://doi.org/10.1016/j.epsr.2018.11.001
https://doi.org/10.1016/j.epsr.2018.11.001
https://doi.org/10.1016/j.epsr.2018.11.001
https://www.irena.org/-/media/Files/IRENA/Agency/Publication/2020/Jul/IRENA_Dynamic_line_rating_2020.pdf
https://www.nationalgrid.com/media-centre/press-releases/national-grid-installs-grid-enhancing-technology
https://www.nationalgrid.com/media-centre/press-releases/national-grid-installs-grid-enhancing-technology
https://www.nationalgrid.com/national-grid-rollout-new-technology-expand-capacity-existing-power-lines
https://www.nationalgrid.com/national-grid-rollout-new-technology-expand-capacity-existing-power-lines
https://www.neso.energy/document/372451/download
https://www.neso.energy/document/354071/download
https://www.neso.energy/document/354071/download
https://www.neso.energy/document/373066/download
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Risk-based approaches could support efficient long-term planning 

Risk-based approaches would not eliminate the need for substantial investment in grid infrastructure to 
support a much more electrified economy. Demand for electricity is forecast to grow by more than 30% 
by 203524, with housing, transport, industry and data centres all being dependent on increased 
availability of power. Major investment in network infrastructure25 is essential in achieving that, and 
balancing costs would increase much further without it26, even under a risk-based approach. 

24 National Energy System Operator, ‘Beyond 2030 - Electricity Transmission Update’, June 2026, p. 9. 
25 NESO estimates £64bn of investment is required by 2030, with a further £89bn after that, ‘Beyond 2030 - 
Electricity Transmission Update’, June 2026, pp. 30, 33. 
26 NESO estimate balancing costs would reach £12.7bn in 2030 without network reinforcement, ‘Beyond 2030 - 
Electricity Transmission Update’, June 2026, p. 35. 

However, risk-based security standards could play a significant role in helping achieve the optimal 
balance of grid investment and ongoing balancing costs to deliver the desired reliability while 
minimising costs for consumers27

27 It is important to note that the ultimate goal is not a system completely without constraints - that would require 
vast investment in network infrastructure that would largely sit idle except in the most extreme situations. 

. By replacing deterministic standards with a probability-weighted 
assessment of risk in both planning and operations, decisions at the planning stage can more 
effectively compare the costs of network reinforcement to the risks that it mitigates (and alternative 
ways of mitigating that risk).  

This is likely to become increasingly relevant once the foundational upgrades to the grid planned for 
the next decade have been completed and the question turns to further investment to support 
continued demand growth. Between 2015 and 2025 the UK spent more than £16 billion building new 
grid infrastructure to support demand growth28, and NESO estimates this may be closer to £100 billion 
over the 2040s29

28 Based on total load-related spending across both Transmission and Distribution networks for the period. 
29 National Energy System Operator, ‘FES 2025 Economics Outputs Data Workbook’, Holistic Transition 
numbers from tables E.10 (Transmission) + E.12 (Load-related Distribution). 

. While much of this investment is still expected to be necessary to meet future 
demand, should risk-based planning save even a small fraction of these costs, it would equate to 
billions of pounds. 

Savings could be made without reducing reliability 

Importantly, moving to probabilistic, risk-based network management does not imply lower reliability. 
Aviation30, nuclear power31, and financial regulation32 all now incorporate probabilistic risk assessment 
alongside - and in some cases in place of - purely deterministic rules, using probability-weighted 
consequences to inform decisions without compromising safety outcomes. 

30 Civil Aviation Authority, ‘Guidance on the Conduct of Hazard Identification, Risk Assessment and the 
Production of Safety Cases: For Aerodrome Operators and Air Traffic Service Providers’, 10 December 2010. 
31 Office of Nuclear Regulation, ‘Use of probabilistic safety analysis (PSA) and probabilistic insights’, September 
2024. 
32 Basel Committee on Banking Supervision, ‘Explanatory note on the minimum capital requirements for market 
risk’, January 2019. 

By replacing deterministic standards with continuous, probability-weighted assessment of risk, every 
grid planning and operational decision or investment can be made based on its effect on expected 
risk, rather than where it is needed to satisfy a binary compliance threshold. Contingencies can 
therefore be managed based on more accurate estimates of real-time system state, rather than a pre-
specified worst case.  

 

https://www.neso.energy/document/384126/download
https://www.neso.energy/document/384126/download
https://www.neso.energy/document/384126/download
https://www.neso.energy/document/384126/download
https://www.neso.energy/document/384126/download
https://www.neso.energy/document/374271/download
https://www.caa.co.uk/data-and-publications/publications/documents/content/cap-760/
https://www.caa.co.uk/data-and-publications/publications/documents/content/cap-760/
https://www.onr.org.uk/publications/regulatory-guidance/regulatory-assessment-and-permissioning/technical-assessment-guides-tags/nuclear-safety-tags/ns-tast-gd-116
https://www.bis.org/bcbs/publ/d457_note.pdf
https://www.bis.org/bcbs/publ/d457_note.pdf


Independent Review of AI Deployment in the Electricity Networks 

20 

 

Figure 5: Illustration of secure operating regions of a theoretical power grid for deterministic and risk-based 
approaches. 5(a) shows the maximum physically feasible operating region for a theoretical grid. Operating 
outside this region is physically impossible. When wind farm output is low, power flow across boundary B can be 
high until line y reaches its physical limit. As wind farm output increases, different factors start to limit the 
maximum flow across the boundary - first voltage on bus33 z, and then power flow on line x. 5(b) shows that the 
acceptable operating region shrinks significantly when the deterministic security criteria of N-1 (ability to continue 
operating normally if any single grid component fails or is removed). 5(c) overlays contours that represent 
different fixed levels of risk (the likelihood of a failure multiplied by the cost if it occurs). The deterministic rules 
clearly cut across different risk contours, showing that they lead to different risk levels in different conditions. The 
yellow contour represents an illustrative option for a more consistent risk appetite that would allow greater use of 
the network in many conditions (the light blue areas), and limit usage further where the N-1 criteria don’t 
adequately protect against risk (pink area)34. 

33 A bus is the electrical junction where multiple components of the grid connect together. 
34 Figure inspired by: Kirchen, D., Jayaweera, D., ‘Comparison of risk-based and deterministic security 
assessments’, 12 July 2007. 

  

 

https://digital-library.theiet.org/doi/abs/10.1049/iet-gtd%3A20060368
https://digital-library.theiet.org/doi/abs/10.1049/iet-gtd%3A20060368
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A roadmap for moving to system-wide risk-based 
management 

Why the system has not already moved to risk-based management 

The examples described demonstrate that risk-based operation can save costs throughout the 
system. If that is the case, why do we not already run the whole system this way - feeding risk-
aware decisions all the way through the stack, from contingency probability assessment at the 
planning layer to intraday re-dispatch at the operational layer? 

At one level, the answer is that until now we have not had the necessary combination of data, 
compute and AI techniques to reliably implement this for the whole system. However, this is changing. 
 
NESO’s Volta programme is a major transformation programme for the national control room that 
involves updating data flows and models in order to better quantify uncertainty before making 
decisions. This includes using machine learning models to better forecast system components, as well 
as working towards the capability to propagate probabilistic system states based on weather 
ensembles through multiple stages of its control room decision making. Ultimately, a key goal is that 
control room operators are supported by an AI tool that quantitatively evaluates probabilities and risks 
and presents different potential actions for operators to consider. This represents a major step forward 
unlocked by AI, but will still be optimising largely within the current deterministic security standards. 
 
Changing the deterministic security standards over to a probabilistic, risk-based approach to security 
requires deep and detailed work across the sector. The alternative risk-based methodology must be 
robust and demonstrably better at managing the risk that is currently crudely approximated by 
deterministic standards. 
 
There are pockets of work here already, but not yet a plan for system-wide change. The National 
Infrastructure Commission’s report on Electricity Distribution Networks recommended that the 
government review the security of supply standards for distribution35, a recommendation the 
government has provisionally accepted36 and that National Grid Electricity Distribution (NGED) have 
started looking into37, however this would not cover the transmission network. 

35 National Infrastructure Commission, ‘Electricity distribution networks: Creating capacity for the future’, 21 
February 2025. 
36 Department for Energy Security and Net Zero, ‘Electricity Distribution Networks Study: Government 
Response’, 7 July 2025, p. 22. 
37 National Grid Electricity Distribution, ‘Future of Security of Supply for Electricity Distribution – Initial Research’, 
4 February 2026. 

 
In GB, any change to the transmission network security standard goes through the Security and 
Quality of Supply Standard (SQSS), administered by NESO and approved by Ofgem. NESO has 
previously submitted SQSS modification GSR03538 which is currently being assessed. It is designed 
to permit probabilistic risk assessments for thermal and voltage constraints for some outages on a 
case-by-case basis. This recognises that a risk-based approach can alleviate constraints but only 
attempts to capture that in a few edge cases, rather than across the whole system. 

 

38National Energy System Operator, ‘GSR035: System Access Reform - Changes to Enable Beneficial Outages 
Without Compromising System Security’, last updated 1 May 2026. 

https://webarchive.nationalarchives.gov.uk/ukgwa/20250327100350/https:/nic.org.uk/studies-reports/electricity-distribution-networks-report/
https://www.gov.uk/government/publications/electricity-distribution-networks-study-government-response
https://www.gov.uk/government/publications/electricity-distribution-networks-study-government-response
https://commercial.nationalgrid.co.uk/innovation/projects/future-of-security-of-supply-for-electricity-distribution-initial-research-future-sos
https://www.neso.energy/industry-information/codes/sqss/modifications/gsr035-system-access-reform-changes-enable-beneficial-outages-without-compromising-system-security
https://www.neso.energy/industry-information/codes/sqss/modifications/gsr035-system-access-reform-changes-enable-beneficial-outages-without-compromising-system-security
https://www.neso.energy/industry-information/codes/sqss/modifications/gsr035-system-access-reform-changes-enable-beneficial-outages-without-compromising-system-security
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In 2021 Ofgem approved GSR02739 which required NESO to publish the Frequency Risk and 
Control Report (FRCR), a quantitative, risk-based assessment of frequency risks in the system. 
This led to a reduction in minimum inertia requirements from 140 GVA.s to 120 GVA.s in 2024, 
resulting in £122m savings over 2024/2540, a clear demonstration of how risk-based approaches 
can drive savings. 

39National Energy System Operator, ‘GSR027: Review of the NETS SQSS Criteria for Frequency Control that 
drive reserve, response and inertia holding on the GB electricity system’, last updated 22 May 2025. 
40National Energy System Operator, ‘2025 Annual Balancing Costs Report’, June 2025, p. 39. 

However, this also illustrates the scale of the challenge in developing suitably robust methodologies. In 
FRCR 202541 NESO extended this approach and recommended that the minimum requirement could 
be reduced from 120GVA.s to 102GVA.s without increasing how often frequency thresholds were 
breached. NESO estimated this would save £96 million annually. This attracted significant scrutiny, with 
Ofgem’s independent consultant finding that “the evidence in support of the assertion that reduction in 
system inertia would not unduly increase system risk is mostly centred on a reasonable set of factors 
but is not presented sufficiently clearly to give stakeholders confidence in the level of risk to which the 
system is being exposed”42. Rather than approving the recommendation, Ofgem requested additional 
details43 from NESO44. 

41National Energy System Operator, ‘Frequency Risk and Control Report 2025: The Report – For Consultation’, 
March 2025. 
42 Bell, K., ‘Review of NESO’s frequency containment provisions and the Frequency Risk and Control Report 
2025’, University of Strathclyde, final version 14 January 2026. 
43 Ofgem, ‘Frequency Risk and Control Report 2025 Authority Decision’, December 2025. 
44 National Energy System Operator, ‘Frequency Risk and Control Report 2025: Supplementary Report’, March 
2026. 

These examples begin to illustrate the scale of the challenge in moving the sector towards risk-based 
assessment, despite the substantial potential benefits. The industry is strongly predisposed to only 
incremental changes and robust implementation will be technically complex, so developing trust in the 
new approach across the sector will be critical. 
 
Unlocking the full, system-wide benefits of risk-based operation will not be achieved through 
incremental changes. To successfully address the challenges illustrated above and others like them, 
moving the entire system to risk-based will require a dedicated political commitment and coordination 
across the sector. 
 
A high-level roadmap 

Moving to risk-based system management requires changing both how the system is operated and 
how it is planned. Planning standards rely on assumptions about how the system will be operated, so 
the shift to risk-based operations should occur first. This also means the risk-based approach can be 
proven and refined before being locked in via long-term planning decisions. 
 
Achieving this requires that we develop a robust framework for setting acceptable risk tolerance levels 
and the thresholds derived from them; implement the technical infrastructure required to underpin risk-
based modelling; and move the culture, institutions and regulation in the sector over to a risk-based 
approach. 
 
  

 

https://www.neso.energy/industry-information/codes/sqss/modifications/gsr027-review-nets-sqss-criteria-frequency-control-drive-reserve-response-and-inertia-holding-gb-electricity-system
https://www.neso.energy/industry-information/codes/sqss/modifications/gsr027-review-nets-sqss-criteria-frequency-control-drive-reserve-response-and-inertia-holding-gb-electricity-system
https://www.neso.energy/industry-information/codes/sqss/modifications/gsr027-review-nets-sqss-criteria-frequency-control-drive-reserve-response-and-inertia-holding-gb-electricity-system
https://www.neso.energy/document/362561/download
https://www.neso.energy/document/362561/download
https://www.neso.energy/document/356356/download
https://www.neso.energy/document/356356/download
https://www.ofgem.gov.uk/sites/default/files/2026-03/Frequency%20Risk%20and%20Control%20Report%202025%20independent%20review.pdf
https://www.ofgem.gov.uk/sites/default/files/2026-03/Frequency%20Risk%20and%20Control%20Report%202025%20independent%20review.pdf
https://www.ofgem.gov.uk/sites/default/files/2026-03/Frequency%20Risk%20and%20Control%20Report%202025%20independent%20review.pdf
https://www.ofgem.gov.uk/sites/default/files/2025-12/FRCR-2025-Authority-Decision.pdf
https://www.ofgem.gov.uk/sites/default/files/2025-12/FRCR-2025-Authority-Decision.pdf
https://www.neso.energy/document/379676/download
https://www.neso.energy/document/379676/download


Independent Review of AI Deployment in the Electricity Networks 

23 

Work on developing probabilistic risk models and a framework for setting acceptable risk tolerances 
should begin immediately, since reasonable estimates based on loosely comparable activity 
elsewhere suggests this could take 3-4 years45

45 Components of this and much of the required data already exists but bringing it together and finalising 
standards will take time. Parallel work (with a less ambitious scope) is being performed by European TSOs, who 
will produce a methodology on common probabilistic risk assessment by 31 December 2027 (see Agency for the 
Cooperation of Energy Regulators, Decision No 02/2019) that the UK can also draw on.  

. Two short-term enablers will support longer term 
adoption, both of which are AI relevant: improving the speed of power flow models by several orders of 
magnitude (recommendation 9), and creating mechanisms to drive much more rapid improvements in 
forecasting across the sector (recommendations 5, 6, and 7). Alongside these, longer term work is 
required to improve real-time observability of the grid to reduce uncertainty from data gaps. Much of 
this is already underway, but should be accelerated wherever possible. 
 
Once the models and thresholds are in place, some networks may be able to implement the changes 
faster than others, and the system change should not proceed at the pace of the slowest. A phased 
regional rollout for operations beginning at the start of RIIO-ED4 and running through to 2035 may be 
appropriate, with an expansion to planning by the start of RIIO-ET546. 

46 RIIO-ED3 is the 5-year price control period for the distribution networks, where networks agree their spending 
plans for the next 5 years with Ofgem. RIIO-ET4 is the equivalent for transmission networks. 

 
Figure 6: Roadmap for moving to system-wide risk-based management of the grid 

 

ET4 
Start

2030 2035

Develop probabilistic risk modelling for grid 
operations

Build foundational probabilistic forecasting 
capabilities

Accelerate 
power flow 
modelling

Develop open-
source synthetic 

grid model

Leverage AI for dynamic 
security assessment

Develop risk metrics and thresholds for 
operations

Improve grid visibility with increased data collection

Implement regulatory 
changes

Networks prepare for 
rollout in operations

Phased rollout 
in operations

Prepare for 
planning 
rollout

System-wide 
risk-based 
operations

System-wide 
risk-based 
planning

Update risk 
modelling for grid 

planning

Learn and refine 
metrics and 

methodology

Develop risk thresholds for 
planning

Roadmap for moving to system-wide risk-based management

Now

Continual improvement of forecasting

Implement 
regulatory 
changes

ED3 
Start

ED4 
Start

ET5 
Start

First network 
with risk-based 

operations

https://www.acer.europa.eu/sites/default/files/documents/Official_documents/Acts_of_the_Agency/Individual%2520decisions/ACER%20Decision%2007-2019%20on%20all%20TSOs'%20proposal%20for%20CSAM.pdf


Independent Review of AI Deployment in the Electricity Networks 

24 

Determining appropriate risk thresholds 

Effectively managing the risk on the system involves two distinct elements: managing everyday risks 
as cost-efficiently as possible, and protecting against low-likelihood, high impact tail risks that would 
have severe economic and social consequences if they occurred. The current standards apply the 
same strict rules of thumb to each of these elements. While this may be appropriate for tail risks, it is 
poorly suited to everyday risks, which require a more nuanced, probability-based approach to be 
managed cost-efficiently. 

To operate efficiently in the future, the grid needs both quantified risk metrics and a sanctioned risk 
tolerance. To quantify risk, probabilities of different outcomes and the associated consequences need 
to be calculated in real time. Quantified probabilities and consequences need to be exchanged 
between different actors in the grid, and models must be continually refined and improved as new data 
becomes available. This is technically challenging, but achievable. 

Recommendation 2: NESO should work with networks to develop probabilistic 
risk modelling of grid operations by 2030 
Consistently quantifying risk across the grid will require significant investment in modelling capability, 
data collection and data exchange, as well as agreement on approach and standards. NESO should 
spearhead development of these capabilities over the next four years. Several relevant considerations 
should be made. 

Firstly, there has already been extensive work to develop the Network Asset Risk Metric 
Methodology47 (NARM) for asset replacement and maintenance in distribution and transmission 
networks. While some components of this may support probabilistic modelling of grid operations, 
NESO should not assume that risks from this can be simply slotted into an operational risk model. 
NARM was designed to make long-term asset management decisions, not shorter-term operational 
decisions and therefore not all the assumptions it makes will be appropriate. NESO should work with 
networks and Ofgem to learn any important lessons from the NARM development process. 

47 Ofgem, ‘Network Asset Risk Metric Methodology’, 30 June 2025. 

Secondly, risk metrics and thresholds must be coherent across transmission and distribution. The 
National Infrastructure Commission’s report on Electricity Distribution Networks has already 
recommended that the government review the security of supply standards for distribution48, a 
recommendation the government has provisionally accepted49 and that National Grid Electricity 
Distribution have started looking into50, but transmission networks must be considered at the same 
time. This is important to ensure that costs do not ultimately arise from differences between risk 
management at different levels of the network. 

48 National Infrastructure Commission, ‘Electricity distribution networks: Creating capacity for the future’, 21 
February 2025. 
49 Department for Energy Security and Net Zero, ‘Electricity Distribution Networks Study: Government 
Response’, 7 July 2025, p. 22. 
50 National Grid Electricity Distribution, ‘Future of Security of Supply for Electricity Distribution – Initial Research’, 
4 February 2026. 

Thirdly, it will not always be possible to robustly quantify some risks. Sometimes this will be due to a 
lack of data. If the data could reasonably be collected, NESO and Ofgem will need a methodology for 
deciding whether investment in additional data collection is worthwhile. In other cases, such as 
extremely rare events or risks that arise from interactions with adjacent systems (e.g. the gas 
network), additional data collection may be impossible or infeasible. NESO will need a methodology to 
integrate these hard-to-quantify risks into decision making (for example the use of deterministic 
backstops) without undermining much of the value of risk-based decision making. A predominantly 

 

https://www.ofgem.gov.uk/decision/narm-handbook-updates-threshold-justifying-clearly-identifiable-over-or-under-delivery-and-related-amendments
https://webarchive.nationalarchives.gov.uk/ukgwa/20250327100350/https:/nic.org.uk/studies-reports/electricity-distribution-networks-report/
https://www.gov.uk/government/publications/electricity-distribution-networks-study-government-response
https://www.gov.uk/government/publications/electricity-distribution-networks-study-government-response
https://commercial.nationalgrid.co.uk/innovation/projects/future-of-security-of-supply-for-electricity-distribution-initial-research-future-sos
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risk-based system with a small number of deterministic backstops will still allow more efficient 
operation than the current deterministic system with a few risk-based components, so long as the 
deterministic backstops do not end up binding system operation the majority of the time. 

While developing risk models is demanding, more challenging is the need to define acceptable risk 
tolerances for average and tail risks. Defining relevant metrics and thresholds will support grid 
operators to develop and adopt suitable approaches that are innovative, reliable and low cost, but it is 
a politically challenging exercise because it requires making explicit a trade-off between reliability and 
cost that already exists implicitly in the current system but has never been formally quantified or 
agreed in this way.  

Recommendation 3: Government should work with industry, Ofgem and wider 
society to develop appropriate risk metrics and thresholds by 2030 
In developing these metrics and thresholds, several factors are essential. 

Firstly, they require social legitimacy. They encode society’s core requirements and expectations of 
the electricity grid. The process for determining them therefore requires wider societal engagement - it 
should not be limited to technical industry inputs. This is likely to involve a range of different 
mechanisms, from willingness-to-pay research through to broader deliberations such as citizen’s 
assemblies.  

Secondly, the risk metrics and thresholds should effectively address both average and tail risks. Better 
management of average risks is the major lever for reducing costs, but neglecting tail risks would 
expose society to potentially severe consequences. Developing suitable metrics requires detailed 
study in collaboration with industry and researchers. 

Thirdly, once formal risk appetites have been defined, incentives across the system must be 
consistently aligned with them, taking care to ensure that additional conservatism is not introduced. 
This is essential for realising the full benefits of a risk-based approach but can be challenging to 
achieve in practice. For example, the NESO Panel of Technical Experts on the Electricity Capacity 
Report identified that “whereas the Reliability Standard of 3 hours Loss of Load Expectation (LOLE) 
was defined in The Electricity Capacity Regulations 2014… in practice, since 2014, the revealed 
preferences of both NESO and the Secretary of State have been for a much higher level of security”51 
and recommended the Reliability Standard be updated to reflect that. 

51 NESO Panel of Technical Experts, ‘Report on the NESO Electricity Capacity Report 2025’, 15 July 2025, p. 5.  

Fourthly, it is important that risk models are not over-calibrated on historical strategies. Risk models 
can benefit from calibration on historical data, since it helps to ensure probabilities and consequences 
have been captured accurately. However, a risk model might sometimes recommend a strategy that 
differs significantly from an actual strategy that was adopted in the past. This creates a risk of 
developer or institutional bias in which the difference in strategy is used as ‘evidence’ that the model is 
incorrectly calibrated, and resulting adjustments are made to the model to make it more ‘realistic’. This 
is undesirable because if the cases where the risk model most offers novel, high value strategies are 
those most likely to be recalibrated, then the overall benefits of a risk-based approach are diluted. 
Calibration and validation approaches should treat this as a significant risk and be explicitly designed 
to monitor and guard against it. 

  

 

https://assets.publishing.service.gov.uk/media/68762902a8d0255f9fe28e94/2025-panel-of-technical-experts-report-on-neso-ecr.pdf
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Finally, incentives and accountability need to be redesigned for a paradigm in which very low 
likelihood events can occur during operation within the agreed risk appetite. Liability frameworks (see 
Chapter 3) must be well designed to effectively distinguish between operation inside and outside of 
risk appetite, and avoid over-reaction to very low probability events that do occur, otherwise operators 
will continue to operate conservatively. This is particularly challenging since the measurement of risk 
itself is also subject to error, and therefore independent assurance of the risk models is likely to play a 
key role in accountability. 

Individual network operators have different levels of data and modelling maturity. In practice, this 
means that simultaneous nationwide implementation of risk-based operations would be constrained by 
the pace of the slowest network operator. 

Recommendation 4: Government should consider a phased rollout of risk-based 
operation in one or more regions before a national rollout 
Once risk metrics and thresholds have been defined and NESO and at least one DNO (or TO) has the 
necessary data and modelling capability to move to risk-based operation, an individual distribution 
region (or transmission operator) could switch to risk-based operation. This would enable some 
benefits to be obtained within that region (for example, freeing up some capacity at distribution-
constrained substations), although some benefits will be more dependent on system-wide risk-based 
operations.  

Note that (initially at least) this may be more feasible within regions operated by an individual network 
owner, rather than across a wider area that encompasses multiple networks, unless neighbouring 
networks can progress their capabilities for risk-based operations at a similar pace. This initial rollout 
in a region could help refine the methodology and de-risk wider adoption. It could be aligned with the 
start of the RIIO-ED4 price control, with other networks following during that period. However, the 
potential benefits of a phased rollout should be considered carefully within the context and speed of 
overall network-wide progress, so that it does not act to unnecessarily slow down wider adoption when 
the capability is in place. 

Why forecasting matters and how AI helps 

Our ability to operate the grid cost-effectively under uncertainty is intrinsically dependent on our ability 
to forecast power generation, energy demand, and many other aspects of the system. This involves 
not just more accurate forecasts, but better explicit quantification of the uncertainty present in 
forecasts, so that probabilistic assessment of risk can be performed. This is a core area where AI can 
drive improvements. While forecasting in NESO and the networks is gradually improving in 
sophistication, moving to risk-based operation of the system will require a step change in the rate at 
which forecasting capability improves. 

The UK has a strong track record of academic research in energy forecasting, including strong hubs at 
University College London, University of Oxford, University of Glasgow, and Imperial College London 
among others. However, the process of translating this research into industrial impact is not as 
effective as it could be. This affects our ability to realise savings for consumers, and to attract and 
retain talented researchers in the energy sector; in our review engagement, several academics 
commented that PhD students with strong AI skills had left the sector because they were unable to 
see the real-world impact of their work. 
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In the past, the gap between forecasting research and industrial implementation may have been 
largely a source of frustration, but in the future the risk is that it becomes a significant source of 
inefficiency. As explained earlier in the chapter, the rate of change of system transformation means 
that models developed and trained on historical data are likely to become unfit for their purpose 
increasingly rapidly as the future diverges further from the past. Updating forecasting data and 
methodologies much more frequently than before is becoming a necessity. 

A key consideration is that improvements in forecasts only drive value when they enable better 
decisions, but researchers often cannot observe the decision-making processes that forecasts inform. 
They cannot see how well existing forecasts support those processes because in-context performance 
metrics for particular processes are often absent, ill-defined, or confidential. Researchers therefore try 
to proxy decision-makers’ needs with a wide range of theoretical accuracy metrics based on their 
limited understanding. As a result, decision-makers seeking to develop or procure improved forecasts 
struggle to identify which approaches are best suited to their needs when there are many confusing 
and inconsistent metrics.  

This is a challenge that the AI community has encountered elsewhere, and a well-proven approach to 
addressing it is to establish open benchmarks and leaderboards for key problems. ImageNet helped 
drive concrete progress on computer vision. The Critical Assessment of Structure Prediction 
competition for protein folding helped DeepMind iterate and prove progress on AlphaFold, and 
progress with LLMs has been catalysed by competition on a broad range of benchmarks and 
competitions, including MMLU52 and Chatbot Arena53. The equivalent is required for forecasting in the 
electricity grid. 

52Hendrycks et al., ‘Measuring Massive Multitask Language Understanding’, 7 September 2000. 
53LMSYS, ‘Chatbot Arena’. 

Recommendation 5: Establish open benchmarking and leaderboard challenges 
for weather-dependent power system forecasting by H1 2027 
For these to be effective in addressing the underlying issue they need a combination of things. 

Firstly, defining relevant performance metrics for each use case collaboratively must be seen as a 
primary ongoing purpose, rather than assuming definitions in the initial setup. This requires strong 
involvement from forecast end users (e.g. NESO, networks, energy traders), and community events to 
discuss performance metrics54. It also requires benchmarking on many different metrics in parallel. 

54 For example, see the forecasting principles and taxonomy developed as part of the ‘DNO Forecasting Forum’. 

Secondly, the performance of the forecasts used in production by the end users should be as 
transparent as possible. Researchers and end users alike must be able to determine whether novel 
techniques truly represent an improvement on the current forecast. This is a key difference between 
this and past energy forecasting benchmarks and competitions55 56, and is critical in driving 
improvements in sector-wide operational forecasting performance that drives costs down in practice.  

  

 

55 T. Hong et al., ‘Probabilistic energy forecasting: Global Energy Forecasting Competition 2014 and beyond’, 
2016.   
56 J. Browell et al., ‘The hybrid renewable energy forecasting and trading competition 2024’, 2026.   

https://arxiv.org/pdf/2009.03300
https://arena.ai/leaderboard
https://es.catapult.org.uk/project/dno-forecasting-forum/
https://www.sciencedirect.com/science/article/abs/pii/S0169207016000133
https://www.sciencedirect.com/science/article/pii/S0169207025001013
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It is important to note that end users may be resistant to publicly sharing forecast performance, for 
reputational and/or commercial reasons. Leaderboard and benchmark design needs to mitigate this 
where possible, but appropriate mechanisms need to be in place for regulated entities like NESO and 
the networks to submit their forecasts to drive this transparency. One potential lever would be to set 
this expectation as part of Ofgem’s Data Best Practice guidance. Done effectively, this will not just 
raise the ceiling on forecast performance for the best organisations but will dramatically and 
continually raise the floor for the worst performers, which benefits the system as a whole. 

Thirdly, at least some of the leaderboards and benchmarks need to be continually running and 
updated with the latest real-world data (with potentially a few days lag to mitigate commercial 
sensitivities)57

57M. Kleinebrahm et al.  ‘Energy-Arena: A Dynamic Benchmark for Operational Energy Forecasting’, 17 April 
2026. 

. This is essential to ensure that assessment of the best forecasting techniques keeps 
pace with changes in the system as it transforms. A small amount of ongoing funding will be 
necessary to support this. 

Fourth, benchmarking should encompass not just central prediction performance, but also how good 
the quantification of uncertainty is. This is critical to help move the system towards risk-based 
operations, as forecast uncertainty must be able to propagate through the system as part of accurately 
quantifying risk. This should be fundamental to the design and embedded from the start rather than 
added later. 

The benchmarks should cover at minimum solar, wind and demand forecasting (though they could be 
extended to other high impact areas like constraints), with different (partially overlapping) stakeholder 
groups involved in each. This suggests that while creation of benchmarks and leaderboards is 
potentially best delivered by multiple communities in parallel, it might be helpful to have a light 
coordination layer to provide an open, interoperable foundation and common entry point. This would 
likely require ongoing funding. 

Setting these up could be done quickly. For example, a No10 Innovation Fellow could spearhead the 
establishment of the wind benchmarking and leaderboards within a few months. Initial funding from 
Innovate UK could help trigger the creation of other benchmarks and the establishment of the 
coordination layer within 9-12 months. Ongoing funding for the coordination layer would need to be 
established (see Recommendation 34 for one option), but provided there is no need for significant 
computation, funding requirements are expected to be relatively minor. The slowest component is 
likely to be getting network forecast performance onto the leaderboards, since some networks may 
require significant data pipeline work to achieve it and this is not funded within their current price 
control. Networks should be required to integrate submission of forecasts to the leaderboards into their 
Digitalisation Strategy Action Plans and start submitting their forecasts before the end of March 2028, 
with a reward for networks that achieve it sooner. 

Making it clear which forecasts perform best is only a partial solution to ensuring that those forecasts 
are quickly adopted by networks. The ability to implement forecasting improvements quickly is key. 
Many innovators we spoke to raised the challenge that implementing their AI technology (including 
forecasts) in networks often took many months, if not several years, due to a combination of slow 
procurement processes and challenges integrating with legacy platforms. 

Just as the system is moving away from a small number of large generators that can be instructed by 
making a phone call from one person to another, in a similar way moving to risk-based operation 
involves moving away from a small number of individual forecasts that are hand-curated by humans. 
 

 

https://arxiv.org/abs/2604.24705
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Recommendation 6: NESO and DSOs should have the capability to quickly add, 
manage, and use large numbers of probabilistic forecasts in their core 
operations by 2030 
Quantitatively assessing the risks of system operation at many different levels requires forecasting to 
happen systematically at scale. For example, DSOs may need to forecast load at all of the 56,865 
33kV+ substations in GB58

58Lovett, A.A. and Sünnenberg, G., ‘Locations and characteristics of electricity substations (33 kV or larger), 
Great Britain, 2018’, 2022. 

. That kind of forecasting needs training and validation to happen largely 
automatically - human operators will not be able to look at the results of every forecast, let alone 
develop them individually. Humans need to manage the forecasting process at a higher level. This 
requires a reengineering of technology platforms and data pipelines, as well as a different set of 
forecasting skills. DSOs need to move towards managing demand forecasts the way e-commerce 
platforms like Amazon do. This is a major shift. 
 
Most networks are currently not set up for this, but UKPN has proven some of the benefits that are 
possible when such capabilities are developed. After investing in forecasting capability for several 
years, their control room was getting complaints from generators about a planned outage. They asked 
if the forecasting team could create bespoke forecasts for load in that area. Within two days they had 
validated forecasts that allowed them to partially lift the constraints on generators at certain times of 
day. Over the 12-week trial this let to 23 GWh less curtailment and £2m of additional revenue for 
generators59, and it has now been fully rolled out. 

59 J.M. Bright et al. ‘Short-term Forecasting Use Cases: UK Power Networks Innovations under a New 
Distribution System Operator Model’, 2025.  

 
Probabilistic forecasting is also not yet widely embedded within networks, and this poses its own 
challenges. Systems need to combine the uncertainty of different forecasts in mathematically correct 
ways, rather than just adding them together. End users need to understand what uncertainties mean 
and what is and isn’t captured by the model. 
 
Ofgem needs to consider how to incentivise and assess this capability in networks. This may include 
strengthening incentives to successfully implement forecasting capability improvements as part of 
network Digitalisation Strategy Action Plans. It may also include requiring networks to demonstrate 
things like what proportion of their operational forecasts are probabilistic, how quickly they can add a 
large number of new forecasts, how quickly they can retrain or change algorithms for existing 
forecasts, how they detect and manage poorly performing forecasts at scale. 
 
Recommendation 7: NESO should consider whether setting up an energy 
forecasting marketplace would help accelerate AI forecasting adoption in the 
grid 
Public benchmarking and leaderboards could potentially be extended to become a ‘forecasting 
marketplace’, effectively creating a mechanism designed to overcome the long procurement timelines 
that hamper AI innovators. In this marketplace, forecast end-users could see the historical 
performance of different forecasts, and choose to start paying to receive a forecast in real-time 
instantly. 

  

 

https://doi.org/10.5285/0eed5c99-f409-4329-a98e-47f496bb88a2
https://doi.org/10.5285/0eed5c99-f409-4329-a98e-47f496bb88a2
https://doi.org/10.5285/0eed5c99-f409-4329-a98e-47f496bb88a2
https://ieeexplore.ieee.org/document/11279848/
https://ieeexplore.ieee.org/document/11279848/
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Belgian TSO Elia has been trialling a similar concept since late 202460. It invites contributors to submit 
wind forecasts via a market platform and pays for the top 15 best performing forecasts. One report 
suggests that combining multiple forecasts from the platform improved Elia’s national wind forecast 
accuracy by 5%61.  

60 Elia Group, ‘Predico: collaborative forecasting platform’, 8 June 2026. 
61 Herman Carstens, ‘Predico results’, 2025. 

A similar marketplace could make the process of integrating an AI forecast into decisions much faster. 
This would benefit both forecast users (they get the performance improvements sooner) and forecast 
developers (they get the revenue sooner). While Elia’s marketplace was for the system operator, 
hosting a marketplace that others in the energy sector (networks, traders, and others) could purchase 
from would help AI innovators access many different revenue streams on the same platform to scale 
their business more quickly. 

NESO would need to consider how to address several key challenges, which is why we recommend 
commissioning a study to examine this further. Elia’s pilot covered markets for only on two probabilistic 
forecasts and so did not demonstrate whether the idea can scale to work for a large number of 
probabilistic forecasts (which would be essential for risk-based operations across the entire grid). 
Similarly, there are competition risks and challenges controlling the flow of data into forecasts where 
its uses are limited by legislation or contractual terms that require careful consideration. 

How to increase the speed of power flow models by several orders of magnitude 

Decisions about grid security are underpinned by running AC power flow simulations. For large grids 
this can be quite slow - in the order of 10-100 scenarios being run each second. Grid operators often 
use simplified models (only parts of the network, or DC rather than AC) to speed this up by 10-100x, 
but those simplifications mean solutions may not capture important real-world dynamics. Risk-based 
optimisation of the grid requires simulations of many, many different scenarios - so speeding up power 
flow modelling is an important foundation. 

Recommendation 8: UKRI should fund the development and integration of GPU-
accelerated power flow solvers into open-source power modelling tools by Q4 
2027 
Academic research has demonstrated that modern GPUs have sufficient memory to hold grid models 
fully in RAM and so can perform parallel power flow calculations 10-100x faster than CPUs6263. 

62 Zhou, Y., Cope, D., Foerster, J. and Morstyn, T., ‘JAX-Based Batched AC Power Flow for GPU Acceleration 
and AI Ecosystem Integration’, 13 May 2026. 
63 Westerbeck, N., van Dijk, J., Viebahn, J., Merz, C. and Witthaut, D., ‘Accelerated DC loadflow solver for 
topology optimization’, 2025. 

The GB networks primarily use the proprietary DigSilent PowerFactory for power flow modelling64. 
PowerFactory has scripting capabilities for automation, but it does not integrate well with the wider 
machine learning ecosystem, and it does not benefit from the latest advances in embedding 
parallelisation in core calculation methods. Expensive licenses for PowerFactory also make it harder 
for AI researchers in academia or startups to perform power flow research with GB networks. 

 

 

 

64 National Energy System Operator, ‘Future Proofing Transmission Loss Factor (TLF) Process’, 30 September 
2025, p. 4. 

https://innovation.eliagroup.eu/en/projects/predico-collaborative-forecasting-platform
https://innovation.eliagroup.eu/en/projects/predico-collaborative-forecasting-platform
https://www.linkedin.com/posts/hermancarstens_exciting-results-from-our-predico-proof-activity-7338141984257191938-tuul
https://arxiv.org/abs/2605.14103
https://arxiv.org/abs/2605.14103
https://arxiv.org/abs/2605.14103
https://doi.org/10.1109/PowerTech59965.2025.11180422
https://doi.org/10.1109/PowerTech59965.2025.11180422
https://doi.org/10.1109/PowerTech59965.2025.11180422
https://www.neso.energy/document/369366/download
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Open-source power modelling tools (e.g. PowSyBl, PandaPower and PyPSA) are increasingly capable 
for different purposes. GB networks need to work towards adopting these open-source tools more 
widely, as doing so will encourage them to produce interoperable models that researchers and AI 
developers can easily work with, as well as making it easier to integrate the resulting AI solutions into 
network BAU processes quickly. 

UKRI should fund work to embed GPU-native parallelised calculations in these open-source tools over 
the next 6-18 months. This would both accelerate individual AI use cases and provide a boost to the 
adoption of open tools and models that can serve as fertile soil for AI innovation. 

Recommendation 9: UKRI should focus funding on using AI to accelerate power 
flow models 
There are several promising approaches to accelerating power flow models with AI6566 that still face 
some barriers. Machine learning based surrogate models can be extremely fast but may produce 
physically invalid solutions. They also do not work effectively in scenarios that deviate from their 
training data, which is a particular problem as the grid topology changes frequently. Research into 
making them more robust to topology permutations, as well as combining them with physics-informed 
architectures or post-hoc physical validators is a high priority. Accelerating this research requires a 
combination of focused funding over the next 18-36 months, and access to relevant data. 

65 A.S. Zamzam and K. Baker, ‘Learning Optimal Solutions for Extremely Fast AC Optimal Power Flow’, 
November 2020.  
66 W. Liu et al., ‘AI for Science in Next-Gen Power Systems: A Perspective’, June 2026.   

Similarly, grid foundation models67 represent a different approach to achieving generalised high-speed 
solutions to AC power flows. The primary obstacle here is access to large scale data. 
Recommendation 9 is targeted at addressing this, but UKRI should also work with NESO to identify 
whether GB power flow simulations that were performed by NESO in the past could be used for 
training foundation models in a secure research environment.  

A key use of power flow models is dynamic security assessment - evaluating in real-time whether the 
network is able to withstand different failures. 

 

67 H. F. Hamann et al., ‘Foundation models for the electric power grid’, December 2024.   

https://ieeexplore.ieee.org/abstract/document/9303008
https://ieeexplore.ieee.org/abstract/document/9303008
https://www.sciencedirect.com/science/article/pii/S2095809926003474
https://www.sciencedirect.com/science/article/pii/S2542435124004707
https://www.sciencedirect.com/science/article/pii/S2542435124004707
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Recommendation 10: NESO and networks should prioritise making data 
available that supports AI research into dynamic security assessment 
Various applications of AI for dynamic security 
assessment (see AI Use Case: dynamic 
security assessment) are currently difficult to 
develop because data is considered highly 
sensitive and is not available. Networks should 
make lagged or synthetic data available for 
these use cases to catalyse AI development. 

Firstly, NESO should publish 3-5 years of 30-
minute resolution regional datasets of system 
inertia and short circuit level with a 12-month 
lag. In this case aggregation and lag are likely 
to be appropriate mechanisms for mitigating 
sensitivities as grid weaknesses continuously 
evolve over time. This would accelerate 
research and allow development of AI tools 
that support inertia and short circuit level 
management without revealing current system 
vulnerabilities.  

Secondly, network operators and NESO 
should work together to collate 30-50 Hz 
Phasor Measurement Unit telemetry covering 
voltage, current and phase angles for a wide 
range of historical trips, faults and system 
instabilities, as well as normal operation. While 
this data is sensitive and unlikely to be 
appropriate for wider release, it could be used 
within secure modelling environments to 
support development and evaluation of 
anomaly detection models. 
 

AI Use Case: dynamic security 
assessment 
 
The rapid deployment of inverter-based resources and 
reduction in inertia means the state of the system 
changes much more quickly than it used to. System 
frequency drops more rapidly when generators trip. 
Fast-acting power electronics can interact 
problematically on millisecond timescales and 
potentially trigger localised voltage collapse. 

Traditional software tools require hours to run complex 
Root Mean Square (RMS) and Electromagnetic 
Transient (EMT) simulations to map these risks, which 
is far too slow for real-time control room operations. AI 
can help accelerate specific forms of simulation. 

Instead of running resource-intensive physics-based 
EMT simulation software, deep neural networks can be 
trained on millions of historical simulation scenarios. 
Once trained, these neural emulators can replicate the 
output of an EMT study in milliseconds, giving control 
rooms instantaneous insight into transient stability 
margins across constrained boundaries. 
 
Physics-Informed Neural Networks (PINNs) integrate 
power system physics equations (like the swing 
equation) directly into the neural network's loss 
function. By analysing streaming data from Wide Area 
Measurement Systems, PINNs can map out blind spots 
in the network, continuously predicting where localised 
inertia and short-circuit current are critically lacking. 

Recommendation 11: NESO and 
networks should release an open-source high-fidelity model of a GB-like grid 
with an accompanying interactive training environment by 2028 
A major factor that limits AI development in GB for cutting edge applications like network topology 
optimisation (see AI use case: network topology optimisation68) is the lack of a high fidelity open-
source model of the GB grid. While there are already open-source models of the GB grid available 
(including PyPSA-GB69 which is an open-source model with 2000 components reconstructed from 
data published by NESO and the networks70), these are not currently suitable for topology optimisation 
because they group switches together, whereas topology optimisation needs to make decisions about 
individual switches.  

 
68 National Energy System Operator, ‘Network Topology Optimisation’, 3 December 2025 
69 Lyden et al., ‘PyPSA-GB: An open-source model of Great Britain’s power system for simulating future energy 
scenarios’, 2024.  
70 National Energy System Operator, ‘Electricity Ten Year Statement 2024: ETYS documents and appendices’, 
28 January 2025. 

https://www.neso.energy/about/innovation/our-innovation-projects/network-topology-optimisation
https://doi.org/10.1016/j.esr.2024.101375
https://doi.org/10.1016/j.esr.2024.101375
https://doi.org/10.1016/j.esr.2024.101375
https://www.neso.energy/publications/electricity-ten-year-statement-etys/etys-documents-and-appendices
https://www.neso.energy/publications/electricity-ten-year-statement-etys/etys-documents-and-appendices
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However, making such a detailed model or digital twin of the GB network publicly available would be 
incompatible with national security interests. 

Instead, NESO and the networks should develop and publish a synthetic model of a transmission grid 
that captures key GB characteristics: north-south flows, boundary constraints, HVDC interconnection.  

This should be detailed enough for network 
topology optimisation development. In 
technical terms, this means it needs to be a 
node-breaker model and should be 
accompanied by the corresponding synthetic 
multi-year network operations data (5min 
resolution, past 10 years) that pairs power 
generation injections, nodal load demand, 
power flows and weather patterns with 
historical topology states and corresponding 
constraint costs. The model should build on 
existing open-source tools and ideally 
integrate GPU acceleration of power flow 
calculations (see Recommendation 8) from 
the start. 

The model should sit within an open-source 
interactive training environment71 that 
enables reinforcement learning agents to 
safely test topology changes, run power 
flows and immediately receive feedback on 
grid congestion. Ideally this should also 
include market simulation capabilities so that 
system behaviours are fully captured (see 
Recommendations 13 and 14). 

71 For an example, see Rte’s ‘Grid2op- A testbed platform to model sequential decision making in power 
systems’. 

Once the model and environment are 
available, NESO should define technical 
performance benchmarks and run a series of 
competitions72 to catalyse usage of the 
model by AI researchers and developers. 

 

72 For examples, see Rte’s  ‘Learn to Run a Power Network’ series of competitions, and ‘challenge to reconstruct 
power injections across the French transmission grid’. 

AI Use Case: network topology 
optimisation 
 
Network topology optimisation is the practice of 
reconfiguring the existing network by changing the 
open/closed status of circuit breakers at substations to 
naturally route power away from congested corridors 
and into under-utilised paths. NESO has estimated this 
could save £75m/year in balancing costs. Traditionally, 
this is an intractable problem for real-time operations 
due to the sheer size and combinatorial complexity of 
the grid.  
However, AI and ML can potentially help address this: 
• Deep Reinforcement Learning: Grid configuration 

can be framed as a sequential decision-making 
game (similar to Chess or Go). DRL agents can be 
trained in simulator sandboxes to learn optimal 
switching actions that relieve thermal and other 
network constraint violations without violating 
security of supply. 

• Graph Neural Networks (GNNs): Power grids are 
physical graphs. GNNs natively respect grid 
topology, embedding bus-bar configurations and 
line impedances into neural layers. This allows ML 
models to generalise and predict power flows or 
voltage instabilities across modified grid structures 
instantly. 

• Physics-Informed Neural Networks (PINNs): Purely 
data-driven ML models risk proposing topologies 
that violate physical laws that govern electrical 
power system. PINNs embed the underlying 
physical laws and grid constraints directly into the 
neural network's loss function, ensuring all AI-
generated routing suggestions are physically valid 
and safe. 

https://github.com/Grid2op/grid2op
https://github.com/Grid2op/grid2op
https://www.codabench.org/competitions/1891/
https://www.codabench.org/competitions/16703/
https://www.codabench.org/competitions/16703/
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The need to improve real-time observability of the grid 

The ability of NESO and DSOs to accurately 
quantify risk on the network is to a large 
extent dependent on their ability to observe 
everything that impacts grid stability. 
Anything that is unobservable introduces 
additional uncertainty that flows through the 
risk calculations. 

When most generation was large scale and 
demand was largely passive, the system 
operator had good visibility of the key levers 
for operating the grid. However, increasingly 
distributed generation, controllable behind-
the-meter devices, and large numbers of 
batteries mean that is no longer the case. 

It is important to recognise that there is a 
distinction between system operators 
needing greater control of distributed devices, 
and greater visibility of them. The extent to 
which control over devices is required is a 
matter of significant debate, but better 
visibility is clearly important for system 
operators even in the absence of control. The 
system operator increasingly needs an 
accurate, real-time digital representation 
(‘digital twin’) of the system, particularly if it is 
going to use AI to improve the efficiency of 
operations. 

In general the sector is aware of the 
importance of improving observability for 
system operators. A range of initiatives are 
starting to require organisations that have 
relevant data share it with system operators, 
such as GC0166 which gives NESO visibility 
of state of charge of storage for the first time. 
These are necessary and should be 
progressed. 

This approach is effective when data is 
already collected and sharing it with the 
system operator at the required speed and 
scale is technically feasible. However, in 
many cases, particularly at lower voltage levels, the required data is not collected. AI and ML can help 
infer the state of the system from only partial data (see AI Use Case: state estimation), and research in 
this area should continue. 

AI Use Case: state estimation 
 
Traditional state estimation relies on SCADA telemetry 
and power flow equations to calculate a static snapshot 
of grid voltages and power flows every few minutes. 
This legacy setup has critical operational blind spots in 
the modern system, including unobservable behind the 
meter assets, bad data from unreliable telemetry, and 
sub-second volatility from control interactions between 
fast-acting power electronics. 
 
Without an accurate, sub-second estimation of the 
system's true electrical state, accurately calculating 
stability margins or predicting frequency drops is 
extremely challenging. Reconciling thousands of noisy, 
high-frequency measurement points into a unified, 
mathematically consistent grid state requires solving 
massive non-linear matrix mathematical equations. 
Traditional numerical estimation techniques struggle 
when pushed to sub-second speeds. AI can sidestep 
this bottleneck by learning the underlying structure of 
the grid: 

• Graph Neural Networks (GNNs) for Multi-Rate 
State Estimation: Since the grid can be modelled 
as a topological graph, GNNs can fuse mixed-rate 
data streams, such as 50Hz Phasor Measurement 
Units and 0.1Hz SCADA telemetry, to accurately 
estimate voltages and phase angles at unmetered 
nodes, mapping out areas that lack sensor 
coverage. 

• Recurrent Neural Networks (RNNs) for Dynamic 
State Estimation (DSE): Instead of just assessing 
static bus voltages, DSE calculates the internal 
hidden states of spinning assets (like rotor angles 
and speeds of synchronous generators). Data-
driven linear embeddings (via Koopman Operator 
Theory) paired with specialized RNNs track these 
fast non-linear state trajectories in real time, 
bypassing slower physics-based models. 

• Physics-Informed Deep Autoencoders for Bad Data 
Mitigation: Autoencoders can be required to obey 
Kirchhoff’s laws within their hidden layers. When 
raw telemetry flows through the network, the 
autoencoder identifies, flags, and replaces 
anomalous or corrupted data points (from sensor 
failures or cyber attacks) to feed a corrected 
dataset into the stability estimation engine. 
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Moving the culture and institutions over to a risk-based approach 

Better modelling and quantification of risk does not inevitably lead to better decision making within 
organisations. Institutions and individual decision makers face asymmetrical incentives. System 
operation decisions may have a large, highly visible downside in the worst case - for example, if they 
result in loss of power - whereas the upsides tend to be more incremental and intangible. 

As a result, decision makers often rationally exhibit a risk-averse, conservative attitude towards 
changes in how decisions are made73. This means decisions that are optimal under a risk-based 
approach, but which would have been prohibited under the well-established deterministic ruleset, will 
be treated more sceptically74. Decision-makers may also default back to familiar ways of thinking 
under pressure75 76. Institutions across the sector, from DESNZ and Ofgem through to NESO and the 
networks, need to transition to a risk-based mindset. This will require changes to incentive structures, 
organisational capabilities, regulations and processes. These are addressed in the subsequent 
chapters.  

 
73 Samuelson, W., Zeckhauser, R., ‘Status quo bias in decision making’, March 1998. 
74 The NESO Panel of Technical Experts on the Electricity Capacity Report identified that “whereas the 
Reliability Standard of 3 hours Loss of Load Expectation (LOLE) was defined in The Electricity Capacity 
Regulations 2014… in practice, since 2014, the revealed preferences of both NESO and the Secretary of State 
have been for a much higher level of security”, NESO Panel of Technical Experts, ‘Report on the NESO 
Electricity Capacity Report 2025’, 15 July 2025, p. 5. 
75 Dane, E., ‘Reconsidering the Trade-off Between Expertise and Flexibility: a Cognitive Entrenchment 
Perspective’, 2010. 
76 Binz, M., Schulz, E., ‘Reconstructing the Einstellung Effect’, 14 December 2022. 

https://link.springer.com/article/10.1007/BF00055564
https://assets.publishing.service.gov.uk/media/68762902a8d0255f9fe28e94/2025-panel-of-technical-experts-report-on-neso-ecr.pdf
https://assets.publishing.service.gov.uk/media/68762902a8d0255f9fe28e94/2025-panel-of-technical-experts-report-on-neso-ecr.pdf
https://journals.aom.org/doi/10.5465/amr.35.4.zok579
https://journals.aom.org/doi/10.5465/amr.35.4.zok579
https://link.springer.com/article/10.1007/s42113-022-00161-2
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Chapter 2: 

A consumer centred system 

Recommendation 12: Government should prioritise ensuring that benefits of AI-
driven flexibility accrue to consumers 
Energy serves society. It underpins rising living standards and economic growth. But high energy 
costs threaten that. The UK has some of the highest electricity prices in the developed world77 for both 
domestic and industrial users, creating a major drag on our economic prosperity78. By illustration, PwC 
estimated that if UK energy prices were reduced 27% to bring them in line with the G7 median, this 
could unlock an additional £250 billion of UK economic output over the next 10 years79.  

77 Office for National Statistics, ‘The impact of higher energy costs on UK businesses: 2021 to 2024’, 19 May 
2025. 
78 CBI and Energy UK, ‘Cutting Business Energy Costs: The case for action’, December 2025. 
79 PwC, ‘Powered up or priced out? The £250bn case for a national energy plan’, 2026. 

 
AI is already helping domestic and business energy users lower their energy bills by continually 
optimising their controllable electricity usage - for example EV charging, smart appliances and 
industrial processes - to line up with times when electricity generation is cheap and the network has 
capacity, but more can be done.  
 
This is valuable for individual consumers, but also for the system as a whole. It reduces the need to 
use more expensive generation to meet peak electricity usage, and to build more grid infrastructure. 
The government’s Clean Power 2030 mission is already seeking to unlock 10-12 GW of consumer-led 
flexibility by 203080 81. 

80 Department for Energy Security and Net Zero, ‘Clean Power Action Plan’, December 2024, p 32. 
81 Department for Energy Security and Net Zero, ‘Clean Flexibility Roadmap’, 23 July 2025. 

 
This can drive lower bills for domestic and business consumers alike, but ensuring the fullest value of 
this flexibility behaviour flows through to consumers is essential. Consumer-facing AI can be powerful 
for capturing consumer objectives and preferences and giving consumers control over their devices, 
but AI focused on individual objectives may fail to deliver important collective outcomes such as grid 
stability, resilience, and avoiding renewable curtailment and grid congestion. Information flows and 
markets should be designed with AI in mind to ensure collective outcomes continue to be achieved 
effectively. 
 
While consumers in aggregate will benefit from efficiency savings from AI-enabled optimisation, it is 
also important that value is distributed fairly, which may require new mechanisms. 

  

 

https://www.ons.gov.uk/economy/economicoutputandproductivity/output/articles/theimpactofhigherenergycostsonukbusinesses/2021to2024
https://www.ons.gov.uk/economy/economicoutputandproductivity/output/articles/theimpactofhigherenergycostsonukbusinesses/2021to2024
https://www.energy-uk.org.uk/wp-content/uploads/2025/12/CBI-EUK-Cutting-Business-Energy-Costs-The-case-for-action.pdf
https://www.energy-uk.org.uk/wp-content/uploads/2025/12/CBI-EUK-Cutting-Business-Energy-Costs-The-case-for-action.pdf
https://www.pwc.co.uk/industries/energy-utilities-and-resources/insights/energy-impact-analysis.html
https://assets.publishing.service.gov.uk/media/677bc80399c93b7286a396d6/clean-power-2030-action-plan-main-report.pdf
https://www.gov.uk/government/publications/clean-flexibility-roadmap/clean-flexibility-roadmap
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Making cheap energy actually cheap 

Throughout history the energy system has enabled people to harness machines to achieve a better 
standard of living. Comfortable homes, cheap transport, abundant goods. Candles extended daylight. 
Steam engines reduced manual labour. Gas warmed millions of homes. New energy technologies 
transformed our economy and made lifestyles that were previously impossible or unaffordable the new 
reality for millions of people. 
 
Renewable generation and electrification are in the midst of delivering another transformation, moving 
the UK towards an economy free from dependence on oil and gas. Digital technology is also putting 
controllable energy resources (EVs, batteries, heat pumps) in the hands of consumers on a large 
scale. 
 
Software-based automation can exploit the convergence of electrification technologies and digital 
controls, to drive down costs for consumers. Because increasing amounts of demand are controllable, 
software can shift that demand to occur when renewable energy is plentiful and cheap. And it can help 
consumers store cheap energy in their batteries, to use at times when it would otherwise be more 
expensive to import from the grid. These actions drive down individual bills along with the system-wide 
costs that are shared (i.e. paid) by everybody. Smarter flexible control of demand can make more 
efficient use of network infrastructure and over time optimise the amount of new infrastructure needed.  
 
Given its potential to deliver financial benefits to both consumers and the wider energy system, 
increased adoption of automation is likely, and perhaps even inevitable.  
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AI can optimise for individual consumer objectives  

However, just as Chapter 1 showed that grid 
operators cannot manage the grid in the 
lowest cost way following fixed rules, the same 
is true for consumers and automation. As 
system complexity increases, automation that 
follows simple rules and fixed schedules is 
less effective than AI at lowering consumer 
costs. 
 
Reducing costs involves three things: (1) 
understanding what consumers want to 
achieve, (2) modelling what is physically 
possible given their devices, and (3) combining 
those with a time-of-use tariff (where electricity 
prices vary by time of day) to produce a plan 
that meets the consumer’s goal and minimises 
costs.  
 
Fixed-schedule automation can address the 
second of these (i.e., it can act on what a 
device is physically capable of doing), but it 
cannot infer the first (what the customer wants, 
beyond any schedule they have manually set), 
or adapt to the third (price signals that change 
hourly) without being reprogrammed each time 
the conditions shift. AI can address all three 
elements simultaneously and can keep re-
solving the problem as objectives, device 
conditions, and prices change. This is why 
fixed heating and charging schedules will miss 
savings that AI can capture (see Figure 7 for an illustrative example). 

AI Use Case: commercial energy 
management systems 
 
Commercial buildings account for a significant 
proportion of electricity demand, with heating, 
ventilation and air conditioning (HVAC) systems 
representing the largest controllable load. Traditional 
Building Management Systems (BMS) typically rely on 
fixed schedules and rule-based control, making them 
unable to adapt and react effectively to behavioural 
changes or external drivers such as weather or prices. 
This often results in unnecessary energy consumption, 
higher costs and missed opportunities to provide 
demand flexibility to the electricity system. 

AI methods such as deep reinforcement learning (DRL) 
are increasingly being applied to enable smart BMS. In 
contrast to manually defined control rules, DRL agents 
learn optimal HVAC and equipment schedules through 
continual interaction with a digital twin or the building 
itself, optimising multiple metrics such as energy 
consumption, cost and occupant comfort. 

In the UK, companies such as Grid Edge are deploying 
AI which connects to existing BMS infrastructure and 
uses machine learning to identify inefficient equipment 
schedules, predict future energy demand and 
recommend or automate changes to HVAC operation 
based on occupancy, weather forecasts, electricity 
prices and carbon intensity. They report carbon and 
cost savings of 20% from day one.  
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Figure 7: This figure shows that while simple scheduling can generally help avoid energy use at expensive peak 
times, AI optimisation can make better use of storage and time of use tariffs, such as the Octopus Agile tariff for 
1st January 2026 shown. Bars below the x-axis represent generation or the battery discharging, while bars 
above the x-axis represent electricity consumption. Electricity consumption is based on synthetic and modelled 
data for a single day82. Total cost savings are therefore merely illustrative to demonstrate how AI optimisation 
could outperform schedules and should not be assumed to represent the scale of nationally applicable savings 
over a longer timeframe for typical consumers. 

 

 
82 Modelling assumptions are: Heat pump assumes 30kWh thermal demand, COP of 2.8, max power 3kW and 
low-and-slow profile but with preheating to avoid peak; EV assumes daily demand of 14kWh with a 7kW charger 
and vehicle plugged in from 18:00-07:00; battery assumes 5.2kWh capacity, 90% round trip efficiency, 2.5kW 
max power, starts half-full and must end full, and no export to the grid; solar assumes 4kWp scaled to PV_Live 
UKPN London regional capacity factor; other usage is based on a synthetic profile generated using Faraday. 

https://api.pvlive.uk/pvlive/endpoints
https://huggingface.co/datasets/OpenSynth/cnz-faraday-4.0
https://arxiv.org/abs/2404.04314
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Capturing and interpreting consumers’ evolving objectives and priorities (the first component) is 
essential to delivering good optimisation outcomes. AI enables a major step change here, moving 
beyond consumers setting simple schedules and allowing much broader definitions of objectives which 
it can further decompose into subgoals. AI is already being used to infer preferences from patterns in 
behaviour, overrides and electricity usage, and it also has potential to allow objectives to be 
communicated through more consumer friendly interfaces, such as natural language.  
 
AI can address the second component - modelling what is physically possible - using detailed device-
level data to learn how an individual device or building performs in different conditions, for example by 
creating a digital twin of a building. This helps an optimiser make better predictions and therefore more 
optimal decisions. 
 
The third component, combining the above two components with a live price signal, is where fixed 
schedules are least effective. When prices change on an hourly (or more frequent) basis, a schedule 
set once will not be optimal, but AI can re-optimise continuously as new price information arrives. It is 
worth noting that for a given set of inputs, optimising at the level of a single building reasonably well is 
within the capabilities of a broad range of existing algorithms, from traditional mathematical techniques 
like Model Predictive Control83 and Mixed Integer Linear Programming to AI techniques such as 
Reinforcement Learning. The fundamental AI advantage arises less from having generally better 
optimisation algorithms, and more from the fact AI makes it possible to easily apply those algorithms to 
a near-infinite range of highly specific consumer situations. 
 

83A control algorithm that works by building a model of the system (e.g. how a building's temperature responds to 
heating), predicting future states over a short horizon, and repeatedly solving an optimisation problem to find the 
best sequence of actions. 

In practice, realising cost savings from AI is not as simple as consumers adopting better software. It 
also depends on the conditions in which that software operates, most importantly price signals and 
market and consumer protection arrangements that determine where any exposure to price volatility 
lies. 
 
The more granular the price signals that consumers have access to, the more opportunity there is for 
their AI optimisers to find ways to optimise electricity usage to minimise cost. Making price signals 
more granular would likely involve a “pass-through” spot-price type tariff (or the ability to purchase 
electricity directly from wholesale markets), as well as API-based access to local and national flexibility 
markets. 
 
In general this would allow cost savings for many consumers, but an important consequence is that it 
would also transfer significant wholesale price risk to the consumer. For example, in Texas in February 
2021 customers on wholesale-indexed prices faced prices at the grid’s cap of $9000 per MWh for 
several consecutive days84. Careful design of consumer protections would be required to mitigate this. 
 

84 Texas Attorney General, ‘Griddy Energy Settlement’, 30 August 2021. 

Regardless of where the computation for AI optimisation is performed - whether locally on individual 
devices (e.g. a heat pump), at a site-level hub (e.g. an Energy Management System), or in the cloud - 
it is worth establishing here that the architecture does not change what is being optimised for: the 
objectives of one consumer, whether a household or a business. This detail is important, because a 
system in which every consumers’ AI optimises well for them individually will not necessarily produce 
good outcomes for the system as a whole.  

 

https://www.texasattorneygeneral.gov/news/releases/paxton-announces-finalized-settlement-griddy-energy-llc
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Widespread naive optimisation could undermine shared objectives 

While AI can empower consumers to optimise for their specific goals, thousands or millions of agents 
optimising for individual goals are not guaranteed to deliver optimal - or even feasible - usage of a 
shared resource like the electricity grid. 
 
Coordinating different parties to achieve whole system goals such as low system cost, reliability and 
resilience is not a new challenge. For decades, we have designed markets and control systems that 
seek to address this. But high-speed continuous optimisation of electricity usage by AI changes the 
nature of the challenge. 
 
In the past the grid has benefited from human-driven diversity of demand. Different households turned 
the oven on for dinner at different times. Manufacturers kicked off their processes at different times 
based on their order book. Kettles in offices around the country were switched on intermittently as 
workers took a break for a cup of tea. Electricity usage was smoothed out over time and sudden large 
changes (which can be challenging for grid operators to deal with) were rare. The notorious TV pickup 
when vast swathes of the population put the kettle on at half time of a football game or the end of 
Eastenders represented the rare exception where technology briefly synchronised human behaviour. 
 
But when electricity usage is optimised automatically - when switches are flicked based on algorithms 
- that human randomness disappears. If the cheapest time to charge an EV is 00:30, all the EV 
chargers will turn on at 00:30. 
 
Many AI agents locally optimising for similar objectives based on similar signals will adopt similar 
strategies, causing electricity use to herd - move in the same direction - despite being technically 
independent. This can lead to increased network congestion as usage moves to cheaper times, or (if 
unmitigated) large sudden changes in electricity usage that cause frequency deviations which are 
expensive to manage. Decisions may be locally smart, but globally dumb. 
 
The idea that multi-agent systems require effective mechanisms for coordination and cooperation is 
not new85. While it may be tempting to assume that desirable system-level properties will emerge 
naturally from simple coordination of multiple agents, established disciplines of complexity and control 
theory are clear that is generally not the case86. Emergent system-level properties are hard to predict 
and control87, and designing effective mechanisms to achieve the desired system level properties is 
non-trivial.  
 

85Michael Wooldridge, An Introduction to MultiAgent Systems, 2009. 
86Cemri et al, ‘Why Do Multi-Agent LLM Systems Fail?’, December 2025. 
87Ladyman, Lambert, and Wiesner, ‘What is a complex system?’, 19 June 2012. 

As a result, the control engineering discipline in the electricity sector has spent decades developing 
approaches to handling herding, oscillation and cascading effects that occur between interacting fast-
acting power system controllers. Some of the techniques learned from this are already being 
integrated into new standards for controlling consumer-facing devices - for example adding a 
randomised delay to when devices start88. 
 
  

 

88Department for Energy Security & Net Zero, ‘First Phase Energy Smart Appliances Regulations’, 1 December 
2025. 

https://neurips.cc/virtual/2025/loc/san-diego/poster/121528
https://link.springer.com/article/10.1007/s13194-012-0056-8
https://www.gov.uk/government/consultations/smart-secure-electricity-systems-sses-programme-first-phase-energy-smart-appliances-regulations/smart-secure-electricity-systems-sses-programme-first-phase-energy-smart-appliances-regulations-consultation-document-accessible-webpage
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But control engineering and market design are not always considered together, which causes 
problems now that AI is often controlling electricity usage based on price signals. For example, 
randomised delays can prevent devices from participating in markets with tight response times or 
ramp rates, reducing the flexibility available to the system. To ensure the grid operates effectively with 
an increasing number of AI-based agents, control systems and markets design need to be considered 
together. 
 
Recommendation 13: DESNZ, Ofgem and NESO should embed control systems 
expertise into electricity market design to account for the system dynamics 
created by widespread AI optimisation 
One practical mechanism for embedding this thinking more widely would be to embed control 
engineers into market and charging policy teams in Ofgem, DESNZ and NESO. NESO already shows 
stronger indications of this thinking89, reflecting the engineering background of many of its staff.  

89For example, in discussions of herding and oscillation in ‘Reformed National Pricing Balancing, Settlement and 
Dispatch Call for Input’, February 2026, pp. 37-38, 42. 

Another mechanism would be to use agent-based simulation environments to test the effects of rule 
changes and identify issues with system dynamics (including gaming opportunities) beforehand. For 
example, in a simulation AI agents representing different actors in the system could be briefed to 
aggressively pursue particular goals, including adversarial goals, in order to stress test new rules. 

Note that the opportunity should also be taken to integrate cyber security considerations natively into 
market and control systems design, as the nature of cyber security threats will evolve as AI 
optimisation becomes more widespread. 

The ability to understand and model interactions between different parts of the system will become 
increasingly important as AI is used more widely, as non-obvious emergent properties may occur. 

Recommendation 14: Government should work with NESO and researchers to 
create a shared capability for system-level testing of agentic AI systems 
This is important to identify emergent system behaviours that arise at scale, identify interactions 
between systems and support testing and assurance of agentic and autonomous systems. While 
regulators and policy makers may find it invaluable in testing policy, regulatory and market design, its 
scope should extend beyond that. It should offer different stakeholders (including networks, load 
controllers, AI innovators and cyber security experts) the ability to explore interactions between many 
autonomous agents for a range of purposes rather than solely regulatory oversight. 

To achieve this, it should include simulation infrastructure that is able to represent large populations of 
interacting agents across households, suppliers, networks and markets under realistic conditions. This 
will require working with networks and market operators when developing the simulations. 

  

 

https://www.neso.energy/document/376966/download
https://www.neso.energy/document/376966/download
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An intermediate layer can help improve coordination 

One valuable mechanism for addressing these coordination issues is to have an intermediate layer 
that optimises a large number of devices simultaneously. This requires consumers to delegate control 
of their devices to an organisation in that layer. There are various different models for how this 
arrangement with a consumer can work, from a supplier offering a smart tariff with lower rates but 
permission to control devices (e.g. Intelligent Octopus Go90) to an aggregator sharing flexibility 
revenue with a consumer (e.g. Axle Energy91), and innovation in this space should be encouraged. 

90 Octopus Energy, ‘Intelligent Octopus Go’. 
91 Axle Energy, ‘Battery Flexibility’. 

It is important to note that this does not mean intelligence at the individual device level is not 
beneficial. Those devices will often still have access to detailed data that makes them more capable of 
having a detailed understanding of their immediate operational goals and capabilities, but instead of 
making detailed optimisation decisions they would typically need to communicate a broad operating 
envelope to the controlling aggregator. Indeed, some individuals may continue to optimise solely at an 
individual level - it is only when a larger proportion of the population do so that coordination problems 
become acute. 

Aggregation has several benefits. Optimising many devices at once offers a much richer set of 
possible solutions, allowing more complex objectives to be targeted, such as better matching of 
flexible demand to renewable generation, improved congestion management, and direct support of 
system stability. . The optimiser can achieve this by actively trading in wholesale and flexibility markets 
(which better represent real-time grid needs than consumer tariffs), while also smoothing out 
responses to price signals across many consumers to avoid herding and oscillation risks. 

Another benefit aggregators and suppliers offer is that they can manage the risks of participating 
directly in within-day wholesale and flexibility markets more effectively than individual consumers. For 
example, they can hedge effectively against prolonged spells of adverse weather to avoid being 
affected by very high prices in those periods.  

However, for aggregators to optimise devices effectively, they need a reliable way to communicate 
with those devices. At present, a wide range of communication interfaces are in use, which means 
aggregators must develop and maintain a number of bespoke integrations. This is both time-
consuming and costly. Efforts are underway to standardise these interfaces, including the 
government’s Smart Secure Electricity Systems programme92, which focuses on the policy, regulation 
and governance of Energy Smart Appliances, and industry-led initiatives such as the Mercury 
Consortium93, which is developing and certifying common implementation profiles for device 
communication. Together, these initiatives should help improve interoperability and reduce the cost of 
implementing AI-based flexibility. 

  

 

92 Department for Energy Security and Net Zero, ‘Smart Secure Electricity Systems programme’, 1 December 
2025. 
93 Mercury Consortium, ‘Mercury Consortium Certifies First EV Chargers’, 22 June 2026. 

https://octopus.energy/smart/intelligent-octopus-go/
https://vpp.axle.energy/landing
https://www.gov.uk/government/consultations/smart-secure-electricity-systems-sses-programme-first-phase-energy-smart-appliances-regulations
https://mercuryconsortium.com/mercury-certifies-first-grid-ready-ev-chargers/
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AI optimisers need signals that capture the needs of the system 

In order for AI optimisation by aggregators to maximise value for consumers and the whole system, 
optimisers need to be provided with signals that adequately capture the needs of the system. 
Significant market reforms are both underway and proposed to help improve these signals, including 
Reformed National Pricing94 which will potentially include shorter settlement periods95. 

94 Department for Energy Security and Net Zero, ‘Reformed National Pricing delivery plan’, 21 April 2026. 
95 National Energy System Operator, ‘Reformed National Pricing Balancing, Settlement and Dispatch Call for 
Input’, February 2026, pp. 83-88. 

The needs of the grid vary with both time (particularly as weather-dependence from renewables 
increases) and location (as electricity demand increases and the network becomes more congested). 
While reforms are increasing the time-resolution, they have a noticeable gap around providing clear 
locational signals that capture grid congestion96 on the operational timescales required by AI. 

96 NESO recognise this in their call for input: “The proposed reforms, however, do not significantly address 
inefficient locational optimisation, as without locational operational signals market participants will continue to 
schedule without regard to network constraints.”, ‘Reformed National Pricing Balancing, Settlement and Dispatch 
Call for Input’, February 2026, p. 51. 

Left unaddressed, this gap is likely to mean that the growing use of AI optimisers will tend to 
exacerbate, rather than alleviate, local grid congestion in some cases. It is therefore important that 
effective signals of grid congestion on operational timeframes are implemented in some form. 

Recommendation 15: Government should ensure AI optimisers receive effective 
signals of grid congestion on operational time frames 
There are a range of potential mechanisms to provide these signals, including local and regional 
flexibility markets, locational wholesale pricing, dynamic network pricing, and dynamic operating 
envelopes97. The grid is likely to need a combination of these to drive both organic shaping of demand 
to meet system needs (implicit flexibility) and direct interventions to address emerging issues (explicit 
flexibility and dynamic operating envelopes).  

97 Barzegar et al., ‘Dynamic operating envelopes in distribution grids: Current advances, challenges, and future 
opportunities’, 2026. 

While it is beyond the scope of this review to recommend specific market changes, it is important to 
recognise that in order to maximise the opportunity for AI optimisation at scale to reduce grid costs 
and support reliability, AI needs clear information about the operational needs of the grid. More 
effective price signals will also improve commercial incentives for aggregators and suppliers to 
develop consumer propositions that deliver wider system benefits. 

AI optimisers could change where value accrues in the system 

Ensuring value flows from aggregators to consumers 

Where consumers delegate control of their devices to a third party to optimise on their behalf, it is 
important that the benefits flow to consumers and are not captured solely by the third party. 

Aggregation mitigates important coordination risks, but it may increase risks related to concentration of 
market power. Organisations with control over a large proportion of the market are more able to 
influence prices to their benefit. AI has the potential to exacerbate this because the feedback loop of 
more data leading to better AI-based decisions could allow incumbents or early leaders to establish 

 

https://www.gov.uk/government/publications/reformed-national-pricing-rnp-delivery-plan
https://www.neso.energy/document/376966/download
https://www.neso.energy/document/376966/download
https://www.neso.energy/document/376966/download
https://www.neso.energy/document/376966/download
https://www.sciencedirect.com/science/article/pii/S030626192600824X
https://www.sciencedirect.com/science/article/pii/S030626192600824X
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moats and then extract value at scale98. This has been particularly observed in the context of 
unregulated technology platforms99, and so while it also presents a risk in the grid, regulators do have 
a number of tools to help mitigate it. 

98 Hagiu, A., Wright, J., ‘Data-enabled learning, network effects, and competitive advantage’, 28 October 2023. 
99 O’Reilly, T., Strauss, I., Mazzucato, M., ‘Algorithmic attention rents: A theory of digital platform market power’, 
2 February 2024. 

A core plank of consumer protection in the current regime has been to make it easy for consumers to 
compare the benefits of different energy suppliers and switch between them100. With flat tariffs this 
comparison is relatively straightforward, but the question of who will optimise a consumer’s devices 
best (and return most value to the consumer) is much more challenging101, as Ofgem 
acknowledges102. 

100 Ofgem, ‘Consumer Outcomes Strategic Direction’, 23 June 2026. 
101 Citizens Advice, ‘Smart timing: Making time-of-use tariffs work for consumers’, 9 September 2025. 
102 Ofgem, ‘Consumer Outcomes Strategic Direction’, 23 June 2026. 

Comparisons based on historical smart meter data are problematic because they have flexibility 
actions taken by the current optimiser embedded within that data. Comparisons to typical profiles 
become highly dependent on being able to effectively define (and map to) those profiles, which is 
known to be highly challenging. Indeed, even just measuring financial returns risks incentivising overly 
aggressive optimisers that sacrifice consumers’ other objectives (like comfort) to achieve lower costs. 

The decision to extend the requirement to treat consumers fairly beyond suppliers to other load 
controllers is an important first step that is already underway103. 

103 Ofgem, ‘Draft: Standard Conditions of Load Control License’, p. 35. 

However, Ofgem’s proposed approach to monitoring key consumer outcomes104 is not designed to 
evaluate the value consumers obtain from flexibility and optimisation. Outcome 1 (Consumers are 
charged energy prices that represent fair value) is focused on tariffs and not potential revenues for 
flexibility. Similarly, mechanisms for quantitative monitoring of Outcome 5 (Consumers get clear, 
accurate and timely advice information to help them make informed choices) are undeveloped. 

104 Ofgem, ‘Energy Consumer Outcomes Proposed Implementation’, 23 June 2026, pp. 38-42. 

Recommendation 16: Ofgem should develop and implement new mechanisms 
for ensuring consumers get fair value from suppliers and asset optimisers 
While this should include embedding monitoring of fair value from flexibility in Ofgem’s outcomes 
monitoring, it should go beyond monitoring. Ofgem should research different methods for facilitating 
consumer comparisons between dynamic tariffs and flexibility products. This might include (for 
instance) mechanisms for considering how well other consumer goals (like comfort) were met as 
consumer-facing offerings shift towards outcome-driven rather than unit-priced models. 

Preventing gaming that extracts unfair value and drives up costs 

Another way that AI can lead to unfair distribution of value is through gaming. AI’s ability to quickly find 
ways to exploit the fine structure of the incentive landscape also means that the gap between the 
speed at which loopholes are discovered and the speed at which the regulator is able to close them 
widens dramatically. Markets are already gamed by humans, but AI can do that exploitation quickly, 
continuously and at scale. 
 
  

 

https://onlinelibrary.wiley.com/doi/10.1111/1756-2171.12453
https://www.cambridge.org/core/journals/data-and-policy/article/algorithmic-attention-rents-a-theory-of-digital-platform-market-power/D85FE41F6CF99FC57DDFB2B2B63491C5
https://www.ofgem.gov.uk/policy/consumer-outcomes-strategic-direction
https://www.citizensadvice.org.uk/policy/publications/smart-timing-making-time-of-use-tariffs-work-for-consumers/
https://www.ofgem.gov.uk/policy/consumer-outcomes-strategic-direction
https://assets.publishing.service.gov.uk/media/6937f1fb5cc812f50aa41e19/standard-conditions-load-control-licence.pdf
https://www.ofgem.gov.uk/consultation/energy-consumer-outcomes-proposed-implementation


Independent Review of AI Deployment in the Electricity Networks 

46 

One example is flexibility baselining. Flexibility markets such as the Demand Flexibility Service105 pay 
consumers to change their energy usage in response to system needs. However, this requires 
defining what energy usage would have been if a consumer hadn’t participated in flexibility (the 
baseline), which is open to gaming. Continuous optimisation with AI makes this harder in two ways. 
Firstly, some baselining methods rely on using days when a device hasn’t responded to a flexibility 
request for a baseline106 107, but if AI is continually optimising against prices (and participating in 
multiple flexibility markets) those days become rare and not very representative. Secondly, if an AI 
optimiser is rewarded based on the difference between actuals and baseline, it is incentivised to 
maximise that difference - which it can achieve by changing the baseline rather than the actual 
electricity usage. This again leads to an incentive for AI to gaming the system.  
 

105 National Energy System Operator, ‘Demand Flexibility Service’, 9 April 2026. 
106 Elexon, ‘Baselining Methodology Document V3.0’, 7 November 2024. 
107 National Energy System Operator, ‘Demand Flexibility Service Procurement Rules’, 18 May 2026, pp. 33-37. 

NESO recognises this and requires Demand Flexibility Service participants to attempt to detect and 
report gaming108, but a more robust approach in the long-term is to move away from baselines based 
on historical data and towards a combination of implicit flexibility and less gameable forms of explicit 
flexibility109. This includes baselines that are set in advance based on reference values defined by the 
networks110, baselines that are tied to positions in markets which have symmetrical incentives for 
deviations111, and flexibility payments for availability or following a particular curve when instructed 
rather than deviation from a baseline. 
 
While intentional gaming by individual actors is an existing problem that might be exacerbated by AI, 
there is also emerging evidence112 that independent learning agents can converge on anti-competitive 
outcomes without direct communication or intent - tacit algorithmic collusion. This can be extremely 
hard to detect, and potentially challenging to address under current competition law given the absence 
of human intent. International regulators have also identified this as a particular risk for electricity 
markets113. 

108 National Energy System Operator, ‘Demand Flexibility Service Procurement Rules’, 18 May 2026, p. 8. 
109 Centre for Net Zero, ‘Quantifying Demand Flexibility: Towards a Standardised Approach’, 23 January 2024. 
110 Energy Networks Association, ‘Standardised Baselining Report’, August 2025. 
111 For example, Final Physical Notifications in the wholesale market. 
112 Competition and Markets Authority, ‘AI and collusion: frontiers, opportunities and challenges’, 4 March 2026. 
113 Australian Energy Markets Commission, ‘Addressing the risk of algorithmic collusion’, September 2025. 

 
This means that protecting consumers and the wider system from gaming and anti-competitive 
behaviour requires better monitoring and much faster action from regulators and policy makers. 
 
Recommendation 17: Government should require Ofgem and the CMA to 
develop and maintain active capability to prevent, detect and respond to gaming 
and algorithmic collusion on both short and long timescales 
AI is likely to exacerbate the risks of both slow, long-term gaming - including algorithmic collusion - 
and very rapid gaming. Regulators’ market monitoring and intervention toolkits need to be able to 
identify and address these risks before they have too large an adverse effect on consumers or the 
wider system. 

Given the speed at which AI could potentially scale up the exploitation of opportunities, it is important 
that regulators do not wait for clear indications of issues to emerge before putting monitoring and other 
capabilities in place. Instead, these capabilities need to be established proactively over the next 12-18 
months. The CMA should work closely with Ofgem to ensure sufficient market monitoring is in place to 

 

https://www.neso.energy/industry-information/balancing-services/demand-flexibility-service-dfs
https://bscdocs.elexon.co.uk/category-3-documents/baselining-methodology-document#3.4
https://www.neso.energy/document/379391/download
https://www.neso.energy/document/379391/download
https://www.centrefornetzero.org/papers/quantifying-demand-flexibility-towards-a-standardised-approach
https://www.energynetworks.org/assets/images/open-networks-standardised-baselining-report-v1.0.pdf
https://competitionandmarkets.blog.gov.uk/2026/03/04/ai-and-collusion-frontiers-opportunities-and-challenges/
https://www.aemc.gov.au/sites/default/files/2025-09/AI%20and%20the%20future%20of%20energy%20regulation%20-%20Algorithmic%20Collusion.pdf
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detect early signs of algorithmic collusion. Given the fragmented market structure in GB, it is 
particularly important that this monitoring is able to detect complex gaming activities across multiple 
markets (e.g. local and national). This may have some overlap with monitoring for signs of cyber 
attacks, so regulators should consider the extent to which tools and information can usefully be 
shared. 

Widening access to key technologies to improve fairness 

AI optimisation of flexible energy devices such as batteries and EVs can reduce costs for those who 
use them - and by driving down electricity system costs, can benefit all consumers. The extent to 
which different consumers can capture direct bill savings will vary, however, depending on the 
technology in their home and ability to shift consumption.  

While real-world evidence suggests that households without low-carbon technologies can still benefit 
from flexibility by shifting some electricity consumption, ownership of flexible low-carbon technologies 
such as EVs, heat pumps and batteries is a dominant determinant of the scale of savings available.114 
115 AI-enabled optimisation also has the potential to increase these benefits further by responding to 
price signals more effectively116** 

114 Centre for Net Zero, ‘Critical Peak Rewards’, 2026. 
115 Centre for Net Zero, ‘Mobilising Electricity Demand in Periods of Renewable Abundance’, 2026. 
116 Centre for Net Zero, ‘AI in Charge: Large-Scale Experimental Evidence on Electric Vehicle Charging 
Demand’, 2025. 

Recommendation 18: Government should continue to fund schemes and 
promote mechanisms that give fuel poor households access to flexible energy 
devices 
Ensuring that fuel poor households can access flexible energy devices - through schemes such as the 
Warm Homes Plan and any successor programmes - is essential. Without this, AI optimisation risks 
delivering its greatest benefits to those already best placed to capture them. 

Government should explore additional, more innovative ways to support the provision of flexible 
energy devices to the vulnerable, such as offering plug-in batteries as an alternative to the Winter Fuel 
Payment. This could reduce long-term costs to the government and provide a long-lasting benefit to 
consumers that is independent of future government policies. 

Designing cost recovery to be robust to AI optimisation 

AI optimisation also has implications for cost recovery. If network and policy charges remain tied to 
marginal electricity use that AI can avoid, those costs will increasingly fall on consumers who cannot 
optimise - or cannot optimise as much as others - regardless of their income or technology ownership. 

Cost recovery for the Capacity Market illustrates this risk. Suppliers are charged a share of total 
capacity market costs based on their market share during the Winter Peak Period (4-7pm on working 
days from November to February). Where these charges are passed through clearly, AI agents can 
reduce consumption during those periods and lower consumer bills. This may be efficient where the 
charging window reflects a real system need. But the Winter Peak Period is only a proxy for the 
system adequacy risk the Capacity Market is intended to address. It creates an equal incentive for AI 
optimisers to reduce demand both during winter evenings that have abundant wind and cold windless 
evenings that create genuine system stress. Without careful reform and design of charging 
arrangements, there is a risk that AI optimisation could amplify distortions in the charging framework 
rather than resolve them. 

 

https://www.centrefornetzero.org/papers/critical-peak-rewards-evidence-from-a-nationwide-demand-response-programme
https://www.centrefornetzero.org/papers/mobilising-electricity-demand-in-periods-of-renewable-abundance
https://www.centrefornetzero.org/papers/ai-in-charge-large-scale-experimental-evidence-on-electric-vehicle-charging-demand
https://www.centrefornetzero.org/papers/ai-in-charge-large-scale-experimental-evidence-on-electric-vehicle-charging-demand
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Similar issues apply in the case of TNUOS charging, where there is a strong case to consider 
strengthening locational price signals for demand response, but doing so in a way which does not 
reward sub-optimal AI optimisation. Designing cost recovery mechanisms that remain fair under high 
levels of AI adoption is therefore essential. 

Recommendation 19: Government and Ofgem should review cost recovery 
mechanisms for network and policy costs to ensure they remain efficient and 
fairly distributed as AI optimisation becomes widespread 
Government and Ofgem should review how network and policy costs are recovered across three 
areas. Costs linked to system adequacy, such as the Capacity Market, should better reflect periods of 
genuine system stress. Low-carbon support costs, such as Contracts for Difference, Renewable 
Obligation, Feed in Tariffs and Nuclear RAB, should be recovered in ways that minimise distortions to 
electrification and flexibility. Social and regional policy costs should be considered for funding through 
broader taxation rather than electricity unit rates - recovering these costs through bills raises the cost 
of electricity and gives AI systems another charge to avoid rather than a real system cost to reduce. 

Ensuring value from UK public assets flows fully to the public 

The UK has a large public estate which is increasingly investing in flexible devices to support 
decarbonisation. Some of these devices will participate in flexibility markets through aggregators, in 
which case the value from flexibility will be split between the public sector asset owner and the 
privately owned aggregator. 

In other cases there may be particular challenges for publicly owned assets that make them less 
attractive to traditional aggregators - for example the need to reserve energy to provide the emergency 
power backup for a hospital. However, increasing the participation of these devices in grid services 
could benefit wider society, particularly if they were well placed to provide more specialised services 
such as grid-forming capability (which could help maintain local supply in the event of wider network 
disruptions). The government’s Clean Flexibility Roadmap Update117 recognises the potential here and 
is exploring options. 

117 Department for Energy Security and Net Zero, ‘Clean Flexibility Roadmap Update July 2026’, 13 July 2026, p. 
20. 

Recommendation 20: Government should explore whether a publicly owned 
aggregator could deliver more value from flexibility for the public estate 
The government should conduct exploratory work to consider a publicly owned aggregator that solely 
serves assets in the public estate. This should consider:  

● The potential for it to unlock flexibility from assets that would otherwise not participate in 
flexibility; 

● The direct benefits of all flexibility revenues being captured by the public sector; 
● The scope for integration with public estate decarbonisation planning to support wider goals 

such as distributed system restoration through strategic siting of grid-forming technologies; 
● The extent to which operating a publicly owned aggregator would help provide policy makers 

and regulators with important insights into operations and value capture in other aggregators 
across the sector; and 

● Comparison to other mechanisms for delivering value from flexibility for the public estate. 

 

https://www.gov.uk/government/publications/clean-flexibility-roadmap


Independent Review of AI Deployment in the Electricity Networks 

49 

Chapter 3: 

An autonomous system 
Sometimes automation is necessary, sometimes it is desirable, sometimes it is neither. 
 
Automation already plays a major role in the electricity grid. Activities that require actions on 
timeframes too short for humans have been automated for decades. As the complexity of the grid and 
the capabilities of AI both increase, we will have increasing options to further automate and even 
extend beyond automation into autonomy. 
 
By autonomy, we mean a system which has delegated authority to both pursue objectives and take 
actions within a range of operating conditions, without requiring ongoing human direction. 
 
In an increasingly complex grid, the flexibility to direct an autonomous agent (or group of agents) to 
pursue objectives without having to either pre-specify all its behaviours or closely supervise its 
activities has the potential to unlock new ways of operating the grid. 
 
This does not imply that we should pursue maximal autonomy by default. When and where it makes 
sense to pursue autonomy will be determined by commercial and social business cases, as well as 
our ability to adequately understand and mitigate risks. 
 
However, as technology progresses we must also ensure we are not heading towards a future in 
which we are unable to exploit useful and high value applications of autonomy (or are forced to do so 
according to values, rules or standards set elsewhere, absent our input) due to a lack of institutional 
and regulatory preparedness to manage it well. Preparing for higher levels of autonomy than we 
currently have is essential to allow us to make informed and well-governed choices about whether and 
where autonomy should be deployed in specific grid use cases in future. 
 
Autonomy (and the management of risks around it) is not new. Aviation has been increasingly 
adopting autonomy for years, and there has been significant progress on autonomous vehicles over 
the past decade. It has been an area of rich study and the framework developed in this chapter is 
strongly influenced by best practice and lessons learned from those contexts. However, autonomy in 
the electricity grid requires a tailored framework because the grid is a deeply interconnected system of 
systems in which the behaviours of an individual component could have near instantaneous 
consequences on the whole system. 
 
This chapter sets out a framework for governing autonomy in the grid effectively. 
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Why autonomy should be pursued 

As the grid evolves we will increasingly face situations that are novel, complex and time-critical. As the 
previous two chapters explore, the shift to renewables and distributed, controllable energy devices add 
both more weather-based uncertainty and many more actors into the grid. We will increasingly be 
operating the grid in domains we have less data for and with a state-space that is much larger than we 
are used to. Many more never-seen-before situations will occur - combinations of weather and grid 
state that are new but can be modelled. 

At present, human experts are our primary tool for managing such situations. Situational awareness 
tools help synthesise information for humans to consider, and we rely on their training and judgement 
to make sound decisions under uncertainty. But human cognition has inherent limitations and biases. 
We process only a narrow stream of inputs at any one time, often reason by analogy, and tend to 
reach for familiar solutions118. In truly novel situations, these instincts may prevent us from finding truly 
novel solutions.  

Machine cognition is different, with different biases. Paradigm-breaking novelty - something that 
breaks a machine’s model of the world - is hard for it to handle. But a new state of a complex system 
can be modelled, and new options found. Much more information can be processed. Many more 
diverse options can be considered. And recent AI developments are starting to demonstrate that AI’s 
capability to handle novelty may be growing too119 120 121. 

118 Gilovich, T., Griffin, D., & Kahneman, D. (Eds.), ‘Heuristics and Biases: The Psychology of Intuitive 
Judgment’, 2002. 
119 ARC Prize Foundation, ‘ARC-AGI-3: A New Challenge for Frontier Agentic Intelligence’, 17 April 2026. 
120 ARC Prize Foundation, ‘ARC-AGI-3 Leaderboard’, Accessed 10 July 2026. 
121 Google Deepmind, ‘AlphaEvolve Impact’, 7 May 2026. 

In the past we have had no choice but to design our decision-making around the limits of human 
cognition. But as the complexity of the grid increases those limits become more costly. AI’s capabilities 
are increasing. It is reasonable to imagine a point in the future where the trade-offs involved in AI-
based autonomy are preferable to the trade-offs in human-based control, for some aspects of grid 
operations. 

Defining autonomy in the electricity grid 

Autonomy has three important dimensions: 
 

1. Decision Delegation: The extent to which humans have delegated decisions to the system. 
This ranges from humans performing every single action (no delegation) to humans only 
designing objectives and assurance systems (full delegation). 

2. Behavioural Freedom: How much freedom a system has in deciding how an objective can be 
achieved. This ranges from following pre-defined deterministic rules to adaptive task 
decomposition and recursive self-improvement. 

3. Operational Design Domain: The range of operating conditions for which a system has been 
designed and within which it has been assured to operate safely. 

 
These dimensions are often conflated into a single scale for levels of autonomy, but it is important to 
separate them out because the increase in risk as a system moves along one of the dimensions can 
be mitigated in the other dimensions. For example, designing a system where humans are completely 

 

https://www.researchgate.net/publication/275859463_Heuristics_and_Biases_The_Psychology_of_Intuitive_Judgment
https://www.researchgate.net/publication/275859463_Heuristics_and_Biases_The_Psychology_of_Intuitive_Judgment
https://arxiv.org/abs/2603.24621
https://arcprize.org/leaderboard
https://deepmind.google/blog/alphaevolve-impact/
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out of the loop during real-time decision making (high delegation) is potentially possible where the 
behaviours of the system have been fully prespecified (low behavioural freedom) and the conditions in 
which the system can operate are narrowly defined (narrow operational domain). This particular 
combination is common across the grid wherever sub-second speeds are needed - decisions are 
automated because humans cannot respond quickly enough (see Figure 8).  

 
Figure 8: Automation already exists on short timescales in the grid. When frequency drops the rate of change is 
influenced by inertial response - the release of energy from spinning mass connected to the system. Within 1 
second Dynamic Containment Services are automatically triggered to stop and reverse the frequency drop. 
Static Firm Frequency Response automatically kicks in within 30 seconds, supported by Mandatory Frequency 
Response from large generators. Control room operators start manually dispatching Quick Reserve to bring the 
frequency back to normal, followed by the slower acting Balancing Reserve. Note: the scale is non-linear after 15 
seconds. 
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Delegation of human authority 

At its core autonomy is about delegating human authority for decisions to a system. There is a 
spectrum of delegation (see the table below) - individual decisions can remain in human hands (D0-
D1), humans can handle a subset of harder decisions (D2-D3), or humans can delegate all the 
decisions in real-time and instead focus on system design and assurance (D4-D5). 
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Table 1: Levels of delegation 

Level Delegation Category Meaning Grid example 

D0 Manual control / 
information 
provision 

Human-in-
the-loop 

System presents information to the 
human; human interprets, decides, 
and acts. 

Operator manually 
instructs redispatch or 
switching 

D1 System 
recommends, 
human approves 

Human-in-
the-loop 

System proposes potential actions; 
human evaluates the actions and 
selects which to pursue. 

Operator accepts a 
Balancing Mechanism 
action proposed by a tool 

D2 Human approves 
exceptions 

Human-in-
the-loop 

System acts for routine cases 
within defined limits; human 
approval is required for exceptions, 
edge cases, or higher-risk actions. 

Energy trader uses 
automated wholesale 
bidding within specified 
thresholds 

D3 Human 
supervises / can 
intervene 

Human-on-
the-loop 

System acts independently within 
its authority; human monitors and 
can override or intervene. 

Household uses home 
energy optimisation with 
user ‘boost’ or override 

D4 Human audits 
after the fact 

Human-
out-of-the-
loop 

System acts independently; human 
review is retrospective through 
audit, settlement, compliance, or 
incident review. 

Operator conducts post-
event performance 
assessment of 
frequency-response 
delivery 

D5 Human only 
governs the 
framework 

Human-
out-of-the-
loop 

Humans define policy, rules, 
boundaries and risk appetite, but 
both decisions and assurance are 
fully automated 

- 

 
There is extensive research into human-machine interactions and risk management at these different 
levels122 123 124 125. This research highlights two critical themes to consider in the context of the grid. 
 

122 Bainbridge, L., ‘Ironies of automation’, 1983, pp. 775–779. 
123 Parasuraman, R., Sheridan, T.B., Wickens, C.D., ‘A model for types and levels of human interaction with 
automation’, 2000, pp. 286–297. 
124 Lee, J.D., See, K.A., ‘Trust in automation: Designing for appropriate reliance’, 2004, pp. 50–80. 
125 Endsley, M.R. and Kiris, E.O., ‘The out-of-the-loop performance problem and level of control in automation’, 
1995, pp. 381–394. 

The first is that human oversight can often be illusory, giving a false confidence that risks are being 
mitigated effectively when they are not. Automation bias is a key element of this. The cognitive load in 
assessing the many decisions an automated system is recommending (or has made) is high, and hard 
for humans to sustain. When automated systems are frequently making obvious mistakes, humans are 
typically able to maintain attention levels and keep correcting a system. However, as an automated 
system becomes more accurate and corrections are required less and less frequently, humans 
naturally shift towards assuming the system is correct rather than fully scrutinising each decision. A 
human review process that was effective at spotting errors that occurred 10% of the time may not be 
equally effective at spotting errors that occur 0.1% of the time. 
 
  

 

https://doi.org/10.1016/0005-1098(83)90046-8
https://doi.org/10.1016/0005-1098(83)90046-8
https://doi.org/10.1109/3468.844354
https://doi.org/10.1109/3468.844354
https://doi.org/10.1109/3468.844354
https://doi.org/10.1518/hfes.46.1.50_30392
https://doi.org/10.1518/hfes.46.1.50_30392
https://doi.org/10.1518/001872095779064555
https://doi.org/10.1518/001872095779064555
https://doi.org/10.1518/001872095779064555
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A consequence of this is that genuinely effective risk management is actually hardest at the ‘messy 
middle’ levels where humans are playing a partial supervisory role, rather than the extremes. 
Increased automation does not necessarily increase risk - it changes the nature of it. It may 
sometimes be desirable to design a system to operate at a higher delegation level rather than a mid 
delegation level because the risks are more directly measurable and controls are less likely to fail 
silently126. Governance frameworks need to explicitly recognise that the middle regime is challenging 
and devote sufficient attention to it.  
 

126 Inagaki, T., Sheridan, T.B.., ‘A critique of the SAE conditional driving automation definition, and analyses of 
options for improvement’, 26 February 2018. 

This ties into the second critical theme, which is that as a system progresses up those levels, the 
nature of the capabilities - both human and system - required to support that oversight fundamentally 
change. This is not a linear change - what is required in D2 is not just more or less of what is required 
at D1, it is fundamentally different. The table below provides a high-level, non-exhaustive overview of 
some of these different risks and capabilities. 
 
Table 2: Risks and capabilities for the levels of delegation 

Level Delegation Risks Human Capabilities System Capabilities 

D0 Manual control / 
information 
provision 

Flawed information 
provision 

Judgement on common 
and edge cases, 
understanding of inputs 

Raw accuracy of 
models, explainability 

D1 System 
recommends, 
human 
approves 

Automation bias and 
complacency, excessive 
trust in the automated 
system 

Calibrated trust, 
persistent attention to 
detail  

Surfacing uncertainty 
and opposing evidence, 
transparency and 
explainability 

D2 Human 
approves 
exceptions 

Human skill development 
- how do humans 
build/maintain judgement 
to handle infrequent, 
complex exceptions 
without more common 
cases? 

Judgement on complex 
edge cases 

Awareness of limitations 
and boundaries for 
escalation, training and 
simulation 

D3 Human 
supervises / can 
intervene 

Limited human ability to 
rapidly shift from 
monitoring to active 
control in a complex 
failure scenario 

Rapid response to 
issues, proactive 
detection of warning 
signs 

Monitoring of 
boundaries and 
behaviour patterns, 
training and simulation 

D4 Human audits 
after the fact 

Unclear accountability if 
failures in an automated 
system have already 
occurred 

Liability transfer - who 
is liable if not the 
human operator? 

Auditability, logging and 
post-hoc explainability 

D5 Human only 
governs the 
framework 

Poorly specified 
objectives, constraints or 
risk-appetites lead to 
poor outcomes 

Capability to specify 
objectives, constraints 
and risk appetites 
effectively 

Self-auditing and 
correction 

 
  

 

https://link.springer.com/article/10.1007/s10111-018-0471-5
https://link.springer.com/article/10.1007/s10111-018-0471-5
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While there is partial overlap in risks and capabilities for adjacent levels, each level also tends to have 
distinct new capability requirements. This poses a challenge because moving a system gradually 
through the levels will therefore require repeated efforts to build new capabilities rather than a gradual 
incremental build. 

Behavioural freedom for AI systems 

One way humans can maintain confidence in automated decision-making is to predefine all permitted 
decisions in advance as rules, with the system executing them deterministically. In effect, humans are 
still making the decisions, but doing so ahead of time rather than in the moment. 
 
Sometimes this approach is refined further: decisions are characterised using mathematical functions 
rather than explicit rules, or encoded as fixed parameters within a regression model. But the 
underlying principle remains the same - the logic governing each decision is fixed and can be 
inspected and verified before the system is deployed. 
 
For some problems, however, predefined rules either become unmanageable or miss better solutions 
entirely. For example, scheduling electric vehicle charging across a city: the number of possible 
combinations of times, locations and grid states is too large to enumerate in advance. In these cases, 
it makes more sense to define the objective - minimise cost, avoid grid stress - along with the relevant 
constraints and scope, and let the system search for the best solution. This is an optimisation task: 
rather than specifying every permitted action, we specify what we are trying to achieve and ask the 
system to find the best way of getting there. This reframes the decision-making process as a search 
for the best option. Intelligently searching for different options can be conducted using a range of 
techniques, from MILP to evolutionary algorithms to reinforcement learning. But human control is still 
exercised - through the choice of objectives, constraints, and the model of the world the system 
reasons within. 
 
This increased freedom comes at a cost. Unlike rule-based systems, the full solution space cannot be 
inspected in advance. It is often impossible to prove that a system always finds the best solution, or 
even that any given solution is truly optimal. More fundamentally, the usefulness of a solution in the 
real world depends entirely on how well that world has been represented in the specification of the 
optimisation problem. A system optimising for the wrong objective, or reasoning within an inaccurate 
model, may find a solution that is optimal on paper but not in practice (as discussed later in this 
chapter). 
 
What has changed over the past few years is that agentic AI is starting to offer the capability to go 
beyond that, allowing humans to specify the objectives and constraints at a high level and let AI do the 
task of breaking that down and specifying it all in detail. Agentic AI also enables dynamic selection of 
tools and iterative improvement on a plan to solve a problem.  
 
More recently, agentic AI has begun to push beyond this. Rather than requiring humans to specify a 
problem in precise technical detail, agentic systems can take high-level objectives and decompose 
them into sub-tasks, select appropriate tools dynamically, and iterate on their approach as they go. 
The human still sets the high-level destination but the system chooses the route and adjusts it in real 
time. Thus this represents a further relaxing of human control over the methodology - giving the 
system high level objectives and access to tools and letting it choose the best approach. 
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The highest level of behavioural freedom is when a system is given objectives and a starting set of 
tools but is permitted to improve and redesign itself to achieve those objectives more effectively as it 
learns from past experience. This is qualitatively different from optimisation or even agentic 
decomposition - the system is no longer just searching within a fixed solution space but expanding that 
space itself. 

Both of these higher levels of behavioural freedom remain largely unexplored in grid applications. The 
technology is relatively immature, and the assurance challenges presented by a system that can 
rewrite its own logic are significant. While such systems are not in the near-term frontier, they 
represent a plausible to medium to longer-term direction of travel. 

Table 3: Levels of behavioural freedom 

Level Freedom Category Definition Grid example 

B0 Fixed rule Lookup-
based 

Produces output using a simple 
predefined rule, threshold, or 
sequence 

Protection relay trip; under-
frequency load-shedding 
threshold; persistence forecasts 

B1 Parameterised 
control 

Lookup-
based 

Applies a fixed functional form or 
curve whose parameters are set 
in advance. 

Generator governor droop; 
battery Dynamic Containment 
response curve; pre-fitted 
forecasting models 

B2 Rule-based 
selection 

Lookup-
based 

Chooses from predefined options 
using predefined decision logic. 

Remedial action scheme 
selecting from pre-engineered 
actions 

B3 Optimisation Search-
based 

Solves a predefined optimisation 
problem at runtime - fixed 
objectives, constraints, variables, 
and scope - using search rather 
than lookup. 

Balancing optimiser; battery 
cross-market optimisation; 
continuously refitting forecasts 

B4 Adaptive 
planning and
task 
decomposition 

Search-
based / 
agentic 

Takes a higher-level objective, 
decomposes it into sub-goals or 
tasks, monitors progress, and 
iteratively improves the plan. 

Self-healing adaptive network 
restoration 

B5 Self-improving Search-
based / 
agentic 

Improves the way it optimises, 
plans, decomposes tasks, or uses 
tools over time to become more 
effective at achieving objectives. 

Agent that improves restoration 
strategies, dispatch policies, or 
tool use from operational 
experience 

Just as with the levels of delegation, increasing the level of behavioural freedom changes the 
capabilities required to manage risks. In this case, a large part of what changes is the ability to inspect 
the methodology in detail, and therefore how well it can be assured in advance. 

The transition from deterministic rules in B2 to non-deterministic optimisation in B3 was identified by 
several experts as particularly challenging to accomplish in risk-averse engineering organisations. This 
can be partly attributed to the need to fundamentally shift how risk is managed - from verifying 
methods in detail in advance to validating the objective definition, bounding the action space, and 
monitoring for changes in behaviour. This requires an intentional change in assurance paradigm from 
concentrating controls and assurance on stages before system deployment to much more continuous 
assurance. It also tends to require changes to accountability and liability mechanisms to better align 
incentives around decision making and assurance, as is discussed later in this chapter. 
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Table 4: Risks and mitigations for behaviour freedom levels 

Level Freedom Risks Mitigations 

B0 Fixed rule Rules don’t capture required edge 
cases 

Verification rule by inspection / proof 

B1 Parameterised 
control 

Extrapolation / interpolation may 
not be appropriate 

Verification function by inspection and testing, 
define boundaries of operation 

B2 Rule-based 
selection 

Verification of all combinations can 
be challenging 

Verification options, logic and completeness 
by inspection and testing 

B3 Optimisation Verification of method is 
hard/impossible. Risk of optimal 
solution to wrong formulation. 

Validate formulation, verify final solution is 
feasible with physics-based tools / low-B 
safety envelope 

B4 Adaptive 
planning and
task 
decomposition 

Hard to validate reasoning but 
track record can calibrate trust. 
Supervision at a much greater risk 
of being illusory. 

Wrap in a low-B safety envelope, expose plan 
structure, monitor decisions 

B5 Self-improving Track record decays. Monitoring 
can be stale. Reproducibility 
becomes extremely challenging. 

Wrap in low-B safety envelope. Continuous 
revalidation vs baseline. Champion/challenger 
shadow running to prove trust before 
adoption. Behaviour drift detection is key. 

Combining the two dimensions gives the matrix below. It reveals that the way we control risk (and thus 
shape outcomes) while leveraging automation and autonomy falls into distinct categories (see Figure 
9): 

● Control Everything (D0-D1:B0-B2) - The risk is controlled by keeping both methodology and 
approval fully in human hands 

● Control Approval (D0-D1:B3-B5) - The risk is controlled by keeping approval fully within 
human hands, while delegating methodology to the system 

● Control Methodology (D2-D5:B0-B2) - The risk is controlled by keeping the methodology fully 
within human hands, while increasingly delegating approval to the system 

● Control Framing (D2-D5:B3) - The risk is controlled by human specification of the problem 
and overall search strategy. 

● Control Objectives (D2-D5:B4-B5) - Methodology, approval and problem framing are 
delegated to the system, with human control being achieved through the overall objectives of 
the system 

If humans control either methodology or approval, the system should be considered automated or 
decision support. It is only when control over both methodology and approval are delegated that the 
system should be considered truly autonomous. 

While automation and decision support may share some of the risks above, and therefore benefit from 
the controls outlined, what makes autonomy more challenging is that there is simultaneously reduced 
ability for humans to define system behaviour in advance and reduced opportunity for humans to 
intervene in real-time. This combination makes defining effective risk management significantly more 
challenging. 

56 
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Figure 9: Matrix showing how different levels of delegation and behavioural freedom combine to produce 
meaningfully different regimes of automation, decision support, partial autonomy and autonomy. 

D0 D1 D2 D3 D4 D5
Manual control /
information
provision

System
recommends,
human
approves

Human
approves
exceptions

Human
supervises / can
intervene

Human audits
after the fact

Human
governs the
framework

B0 Fixed rule

B1 Parameterised
control

B2 Rule-based
selection

B3 Optimisation

B4 Adaptive planning
& task decomposition

B5 Learning &
self-improving

Automation
(control everything)

Automation
(control methodology)

Partial autonomy
(control framing)

Decision support
(control approval)

Autonomy
(control objectives)

Current decision support, automation, and autonomy in the 
grid 

As part of this review we conducted detailed surveys of networks and technology providers to 
understand the current maturity of different applications of AI in the grid, which are reflected below in 
Figure 10. 

Automation has always been key to grid operation for shorter timescales. Protection devices trip 
automatically in a few milliseconds based on specific rules (D4 B2). Assets are designed so that they 
automatically respond to changes in frequency based on a calibrated curve (D4 B1). 

As the grid becomes more distributed, and with the advent of digital relays, it has become possible to 
protect the grid more intelligently through co-ordinated, active protection schemes.  
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Market participants have long used optimisation tools to recommend bidding strategies (D1 B3), and in 
intraday markets and battery optimisation have been shifting to systems that automatically act with 
human supervision (D2/3 B3). The core process of clearing the market has used optimisation that 
humans audit (D4 B3) for decades. 

 
Figure 10: Key grid activities/tools mapped to their current level of delegation and behavioural freedom. 

D0 D1 D2 D3 D4 D5
Manual control /
information
provision

System
recommends,
human
approves

Human
approves
exceptions

Human
supervises
/ can intervene

Human audits
after the fact

Human only
governs the
framework

B0 Fixed rule

B1 Parameterised
control

B2 Rule-based
selection

B3 Optimisation

B4 Adaptive planning
& task decomposition

B5 Self-improving

Simple EV
charging
scheduling,
SCADA
alarms

Demand
forecasting,
Renewable
forecasting

Automatic
voltage
regulation

Frequency
response
delivery,
market
settlement

Condition-based
maintenance

ANM
curtailment /
DERMS

Automatic
protection and
fault clearance

Bulk Dispatch
Optimiser, flex
market
procurement,
Outage planning

Automated
wholesale
bidding

Supplier-run smart
charging
(e.g. Intelligent
Octopus), Battery
cross-market
optimisation,
Smart HEMS

Day ahead
market clearing

However, the increasing penetration of many smaller assets such as EVs has driven the adoption of 
greater automation and partial autonomy to control them. NESO has introduced the Bulk Dispatch 
Optimiser (and later Fast Dispatch127) which combines small assets into a single unit for operators to 
dispatch (D1 B3). Distribution networks have introduced Active Network Management and Distributed 
Energy Resources Management Systems (DERMS128) that automatically curtail assets on non-firm 
connections to keep the network within safe limits (D3 B2). Networks are also conducting testing of 
digital twins and substation-level intelligence to continue managing distributed assets when central 
communications fail129. 

 
127 National Energy System Operator, ‘Open Balancing Programme Update: Fast Dispatch’, May 2024. 
128 UK Power Networks, ‘DERMS Access Products and their Operational Implementation’, May 2025. 
129 UK Power Networks, ‘Project Constellation’, December 2025. 

https://www.neso.energy/document/318996/download
https://d1lf1oz5vvdb9r.cloudfront.net/app/uploads/2025/05/UK-Power-Networks-DERMS-Access-products-and-their-operational-implementation-Guide-May-2025.pdf
https://innovation.ukpowernetworks.co.uk/projects/constellation
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EV charging has shifted from simple timers (D0 B0) all the way to supplier-run smart charging that 
optimises charging behaviours across many EVs at once (D3 B3). As discussed in Chapter 2, the 
value of optimising these smaller assets (either individually or in aggregate) to the system and 
consumers is rising, and is expected to increase. This is the area where greater autonomy is already 
starting to be explored and is likely to accelerate most quickly. 

Why autonomy is not always the answer 

An important caveat is that the biggest benefits of AI may not always come from moving beyond 
automation or decision support into autonomy. In some cases, specific applications may already be 
operating at an appropriate level of control, and the greater gains come from making AI more effective 
within that level. 
 
Some of the applications within the B3 (‘Optimisation’) band help to illustrate this. NESO's Volta 
programme130 involves a suite of projects that, when combined, will give the NESO control room 
strong, end-to-end AI-enabled decision support capabilities (i.e. D1 B3). The value the Volta 
programme will primarily deliver comes from integrating that decision support across control room 
activities and using AI to make it more effective, not from moving into autonomous control room 
operation. There is a limited extent to which value is being delivered by moving some control room 
activities from D0 B2 to D1 B3 (as exemplified by the Bulk Dispatch Optimiser), but there is no major 
push to move beyond D1 into autonomy. 

130 National Energy System Operator, ‘Volta Programme’, 28 August 2025. 

Governing autonomy in the grid 

A key issue preventing wider adoption of AI in the grid is the lack of a collaboratively developed, 
universally accepted and precise framework for understanding, specifying, and managing its risks. 
Cross-industry discussions reflect shared concerns about risk, but there has been little practical 
movement on this topic. This means there is a lack of clarity about what "safe" looks like in practice, 
and the steps required to evidence it. As a result, the sector often defaults to long-running pilots or 
shadow operations to uncover issues, with unclear exit timelines or criteria. 

While this challenge applies to AI adoption broadly, it is more acute in the context of autonomy. The 
consequences of a miscalibrated decision support tool are bounded because a human can override it. 
The consequences of an autonomous system acting on a flawed objective or incomplete world model 
in a time-critical grid situation are potentially much harder to contain. The bar for evidencing safety is 
therefore higher, and the absence of clear standards more consequential. Without a shared framework 
to describe what autonomous grid operation must demonstrate before it can be trusted, the sector 
risks either defaulting to excessive caution or, conversely, proceeding without adequate assurance. 

Structured, detailed thinking about risk is therefore essential for accelerating AI adoption. If failure 
modes can be clearly specified in advance, it becomes possible to test for them systematically - 
through simulation, synthetic scenarios, or controlled live trials - rather than waiting for them to emerge 
over years of shadow operation. A structured approach can directly inform safety case development 
and overall tractability of the assurance process.  

 

https://www.neso.energy/news/volta-programme-powering-future-dispatch-tapestry-energy-moonshot-x-moonshot-factory-alphabets-innovation-lab-bring-ai-our-control-room


Independent Review of AI Deployment in the Electricity Networks 

60 

Recommendation 21: Government should work with industry to agree a clear 
framework for defining autonomy in the grid by H1 2027 
Building on the framework set out in this chapter, the government should work with industry to 
introduce a formal framework for defining different forms of automation and autonomy in the grid. This 
will provide a common language and understanding across industry, government and regulators that 
serves as a foundation for further work on autonomy. 

A framework for defining autonomy is necessary but operationalising it in practice also requires a 
rigorous definition of the real-world conditions under which systems can be safely used. This is the 
role of operational design domains (ODDs). 

ODDs define the conditions under which an autonomous system has been designed and validated to 
operate safely - the specific parameters of grid state, demand, weather, or network topology within 
which its behaviour has been assured. They give grid operators, AI developers and regulators a 
shared, precise language for describing those boundaries. 

The concept is well established elsewhere, for example in autonomous vehicle standards131 132, where 
ODDs specify the conditions under which particular automated functions have been validated for use. 
The same principle applies to the grid: an AI system might be assured to operate autonomously under 
normal operating conditions, but required to fallback to an alternative approach when conditions move 
outside its validated domain.  

131 British Standards Institution, ‘BS ISO 34503:2023’, 31 August 2023. 
132 British Standards Institution, ‘PAS 1883:2025 Operational design domain (ODD) – Implementing BS ISO 
34503’. 

Recommendation 22: Government should work with Ofgem, NESO, industry and 
researchers to establish a common framework for the specification of 
operational design domains for grid applications by H1 2028. 
This framework should specify the components that ODDs must address, and the assurance 
standards they must meet. This might include: the relevant functions (e.g. frequency control, dispatch); 
the areas of the network or system within which those functions operate (e.g. a single feeder, a control 
region); data and observability requirements; defined operating states and their boundaries (e.g. 
normal vs stress conditions); interaction assumptions with other systems and actors; authority limits; 
fallback conditions and risk-minimising actions to take when those limits are exceeded. Note that 
articulating these clearly will be dependent on having a common ontology for grid operations, and 
existing efforts to develop this133 should be prioritised, expanded and accelerated, including 
consideration of potential future international standardisation.  

133 National Energy System Operator, ‘Sector Digitalisation Plan’, 2025, p. 76. 

A framework for specifying ODDs would serve several purposes. It would give grid operators, AI 
developers and regulators a common language and structure for describing the boundaries of 
autonomous operation. It would enable more effective staged testing and assurance as technology 
develops - allowing incremental validation of systems within progressively wider domains rather than 
through open-ended shadow operation. It would also make explicit the conditions under which any 
human oversight remains necessary. 

  

 

https://knowledge.bsigroup.com/products/road-vehicles-test-scenarios-for-automated-driving-systems-specification-for-operational-design-domain
https://www.bsigroup.com/en-GB/insights-and-media/insights/brochures/operational-design-domain-implementation-of-bs-iso-34503/
https://www.bsigroup.com/en-GB/insights-and-media/insights/brochures/operational-design-domain-implementation-of-bs-iso-34503/
https://www.neso.energy/about/our-projects/sector-digitalisation-plan
https://www.neso.energy/about/our-projects/sector-digitalisation-plan
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The framework should be developed with particular reference to applications that are potential 
candidates for autonomy in future (D2+ and B4+), as well as existing and future cases of partial 
autonomy (D2+ and B3). Much of the active development is in these areas, so they can be useful to 
identify nuances and emerging risks. The applications covered should include (but not be limited to): 
automated trading algorithms, smart EV charging, battery cross-market optimisation and dispatch, 
smart home energy management systems, DERMS, and autonomous islanding.  

Once operational design domains have been defined, it is important that the standards for permitting 
autonomy within a specific ODD are clear. 

Recommendation 23: Government should work with Ofgem and AISI to develop 
a safety case framework for autonomous AI in the grid by 2030 
This framework should define clear expectations of the evidence required to demonstrate that it is safe 
to deploy an autonomous AI system within a specific operational design domain. Required 
components of a safety case should include: specification of the operational design domain; authority 
boundaries; identified hazards and how they are mitigated; fallback modes; cyber security controls; 
validation evidence; the human oversight model; and post-event auditability. 

Safety cases should not be treated as a one-off exercise. The framework should require that they be 
continuously maintained through model performance monitoring, near-miss and incident reporting, and 
periodic revalidation - reflecting the fact that AI systems can drift from their validated behaviour over 
time, and that operating conditions evolve. 

A new framework is needed beyond existing sector standards, such as functional safety, because it 
must address AI-specific risks, including model drift, unsafe subgoal generation (where a system 
pursues intermediate objectives that conflict with its intended purpose), and emergent behaviour 
arising from interactions between multiple autonomous systems. 

The framework should ensure safety cases are risk-proportionate, with requirements scaled to the 
degree of autonomy and the consequences of failure. The requirement for documented safety cases 
should apply to new applications seeking authorisation, with existing applications subject to a 
proportionate review process rather than full retrospective compliance. 

Given that a robust safety case standard for fully autonomous applications may take several years to 
develop, simpler model safety cases for decision support and partial autonomy use cases should be 
published sooner, to start iterative improvement and accelerate safe AI adoption in those areas. 

Recommendation 24: Ofgem should work with industry to identify an AI use 
case for which moving up the delegation levels is desirable, and use this to 
develop best practice for doing so effectively at appropriate pace  
As discussed earlier, developing effective human oversight at the different levels is challenging 
because requirements of the system and the human operators change significantly. As the capabilities 
of an AI system increase it may be desirable to move through those levels to the target level (or even 
skip levels altogether). There can be a tendency to default to long periods of shadow running or 
evaluation that do not meaningfully aid risk management or capability building, and unnecessarily slow 
progress. The sector would benefit from clear examples and best practice to help encourage progress 
at pace, with appropriate control of risks. 

To build that best practice, Ofgem and industry should identify a suitable AI application to use as a 
pathfinder case. The ideal candidate would be an application at B3 or above that is currently used only 
for decision support (D1) but where there is a clear case for granting it authority to act (D3 or D4) - or 
alternatively, one where different organisations already operate it at different levels of authority, 
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providing a natural basis for comparison. The goal would be to take that application through the stages 
from D1 to D4 at pace - ideally within two to three years (i.e. by 2028/9) - so that practical lessons 
about oversight, assurance and risk management can be captured and shared across the sector 
before being applied more widely. 

Industry and the regulator should work collaboratively through the process of defining ODDs and 
developing the safety case for that use case, focusing on effective control methods and evidence 
thresholds as it progresses through the D-levels. Lessons learned from these, including effective 
strategies and unexpected barriers, should be distilled into best practice that could be applicable 
across a wider range of AI use cases. 

Accountability and liability 

Ultimately, legal accountability for the outcomes the system delivers needs to be clear, whether those 
outcomes are delivered by individual decisions taken by humans or autonomous AI agents. 

Moving up D-levels has the effect of changing where the most important decisions in a system are 
made. The most influential decisions start to migrate away from individual operators in real-time 
towards the designers and implementers of system and governance frameworks - roles which might 
themselves be performed by AI in future.  

Moving up B-levels also changes how easily system designers can be held accountable. This 
progresses from assessing whether rule design was correct and adequate, through whether problem 
specification was appropriate, all the way to whether objective design and safeguards were sufficient. 

How well the desired system-level outcomes are reliably achieved will be increasingly dependent on 
how well objectives were designed and specified, and how effectively autonomous systems were 
designed and safeguarded, rather than how well individual operational decisions were made. 

Existing accountability mechanisms were not necessarily designed to govern systems of this kind, and 
may need to change as AI adoption increases and systems are designed for higher levels of 
autonomy. Lack of clarity about where accountability sits is a barrier to AI adoption because clear 
decisions about risk trade-offs cannot be taken when risk ownership is unclear. Adoption therefore 
stalls not because the risk is unacceptable, but because an adoption decision cannot properly be 
taken at all.  

It is therefore essential to define where accountability rests between different parties: the developer of 
the autonomous system, the technical assurer, the approval authority determining that a specific 
system can be deployed within a particular ODD, and the customer responsible for delivering the 
relevant outcome (e.g. a network)134.  

134 Organisations could play several of these roles simultaneously. 

Effectively enforcing accountability will depend on standardised requirements covering logging, 
auditing, monitoring, and incident and near-miss reporting. It is equally important that accountability 
structures are designed to encourage transparent reporting that provides a complete picture of 
performance. For example, treating low override rates as a positive indicator is misleading and 
potentially dangerous if the underlying cause is automation bias or ineffective human oversight rather 
than genuine system reliability.  
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Interaction between autonomous systems will be a key challenge for autonomy in the grid, and must 
be appropriately accounted for in testing and assurance processes (see Recommendation 14). The 
nature of the grid as a dynamic, interconnected system means actions and behaviours in one part of 
the system could have significant consequences in another. 

For consumer-facing applications of autonomy, liability may be covered to some extent under existing 
contract and consumer protection laws, but gaps are likely to exist and become more significant as 
more innovative applications are pursued. The new Load Controller Licensing regime135 is a key step 
forward in providing an appropriate framework for some of these. 

135 Department for Energy Security and Net Zero, ‘Draft Load Control License Regulations and Conditions’, 10 
December 2025. 

Recommendation 25: Government should develop a long-term roadmap for 
updating accountability and liability mechanisms to account for AI-enabled 
autonomy in the grid as part of its AI Strategy 
Government should assess where current accountability and liability mechanisms are likely to prove 
inadequate in scenarios where autonomous AI is deployed. Government should then develop a long-
term roadmap for reviewing and updating these mechanisms in detail over the next 5-10 years. 

In the longer-term this roadmap may require primary legislation, but it is important that no 
accountability gap emerges which holds back innovation in the meantime. Several stakeholders noted 
that AI adoption is already being held back by lack of clarity on accountability, even in cases involving 
only decision support or partial autonomy. 

Recommendation 26: Government should clearly define approval authorities 
and processes for deployment of AI-enabled autonomy in the grid 
While in the medium-to-long term this will be required to govern deployment of full autonomous 
systems, effective processes are needed now for AI applications that border on autonomy - including 
sophisticated decision support systems and partially autonomous systems. A key short-term aim is 
that clearer accountability and approval processes should unlock measured risk taking rather than 
adding friction or encouraging additional conservatism. 

Government should specify when safety cases are required and who is responsible for preparing, 
reviewing, auditing and approving them. Options could include self-certification by technology 
developers, regulatory review by Ofgem or a designated body, or independent third-party assessment. 
The appropriate model may vary by application and level of autonomy, and not all of these will be 
appropriate for every case, but clarity is crucial. 

The intent is not that existing AI applications in the grid face sudden additional compliance activities, 
or that an approval process becomes a bottleneck to adoption, but rather that clarity on 
accountabilities and approval processes for higher risk applications enables more confident and 
measured risk taking. 

It is important to ensure that these approval processes consider the distinctive risks of autonomy - 
particularly recognising the challenges of partial human oversight - and are able to evolve to reflect 
future changes in technology. More than one process may be required - for example certification of 
autonomous consumer-facing AI may require a different process to autonomous AI in centralised grid 
functions. 

 

https://www.gov.uk/government/consultations/smart-secure-electricity-systems-sses-programme-draft-load-control-licence-regulations-and-conditions
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Aligning AI systems with human goals 

All of the governance mechanisms discussed in this chapter - operational design domains, safety 
cases, approval regimes, and accountability structures - assume that the objectives given to 
autonomous AI systems are themselves well-formed. An ODD can define the conditions under which a 
system operates safely, and a robust safety case and assurance process can demonstrate that it 
behaves as intended within those conditions. But neither can compensate for objectives that are 
poorly specified, internally inconsistent, or that capture what is easy to measure rather than what 
actually matters (i.e. optimising for a proxy rather than the underlying goal). Any gap between the 
stated objectives and the intended real-world outcomes could have significant consequences and may 
be difficult to detect until it has already materialised. 
 
AI alignment is an active area of research in the AI community, but often with limited reference to 
sector-specific applications such as the grid. Even specifying objectives for an AI system operating 
within the electricity grid means we must address complex questions about competing interests and 
priorities. Different actors - consumers, network operators, electricity generators, regulators and so 
forth - will want to optimise for different things. Even where there is apparent consensus on high-level 
goals, the detail of how those goals are encoded is likely to force specific trade-offs that reasonable 
people might resolve differently.  
 
Critically, the existing mechanisms through which objectives are currently set for the energy system - 
such as consultations, licence conditions, and price control frameworks - were not designed for this 
task. They are poorly suited to the precision and iterative refinement that aligning autonomous AI 
systems requires. Building the capability to do this well is therefore not a peripheral concern but 
foundational to delivering both effective and acceptable autonomy in the grid.  
 
Recommendation 27: Government should build UK capability in defining and 
encoding objectives for AI systems 
As AI’s capacity for autonomy grows, the benefits we are able to realise from that capability will 
depend heavily on how well we define the objectives it pursues. This is a long-term, multi-disciplinary 
endeavour that requires participation from philosophers, social scientists, technologists, civil society, 
and others. The UK should aim to build deep capability here over the coming decade. Governance 
frameworks for autonomy in the grid should include evaluation of the objectives given to AI systems, 
not just the outputs of the system.  

The mechanisms for embedding objectives within systems will also need to evolve. For example, 
regulatory objectives that are currently implemented through organisational policies rather than via 
prices may need new mechanisms to integrate them directly into AI decision-making. Similarly, if 
regulations need to evolve quickly to keep pace with AI changes (see Chapter 4 for further discussion 
of this) then the speed at which they can be updated and disseminated is important. 
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Recommendation 28: Ofgem should develop a roadmap for digitalising codes 
and regulations, including mechanisms for AI-readable compliance and 
automated regulatory assurance 
There have been a number of partial attempts to digitalise energy codes and regulations, but these 
have suffered from lack of a consistent vision and approach across code managers. Ofgem’s Strategic 
Direction Statement136 largely prioritises other elements of code reform, but as more sophisticated and 
agentic AI applications become possible, regulations will increasingly need to be designed with 
machine readability and automated compliance in mind137. 

136 Ofgem, ‘Preliminary Strategic Direction Statement for industry codes’, 1 August 2025. 
137 Energy Systems Catapult, ‘Digitalising Licensing in Energy: A digitalised, risk based licensing regime’, 5 April 
2022. 

Ofgem should set out a longer-term roadmap for this as part of its wider review of codes and 
regulations. This should involve a standard for designing and writing the codes that ensures they will 
be consistently interpreted by AI. This will require Ofgem to engage directly with the activities under 
Recommendation 27 to develop effective ways of ensuring regulations are consistently embedded 
within the objectives of AI systems. It is important that this standard applies across codes, because 
many sector participants interact with multiple codes. 

The roadmap should also consider how regulations and codes can be designed to facilitate 
automated, continuous assurance of AI systems against them. Periodic manual inspection of AI 
compliance may become an ineffective control at higher levels of autonomy if the behaviour of AI 
systems evolves over time, so continuous assurance approaches need to be developed. Ofgem will 
need to ensure it has appropriate internal AI assurance capabilities to support this. 

DESNZ and Ofgem should also consider digitalisation of new licenses and regulations as they are 
added (e.g. the new Load Control License138). 

 

138 Department for Energy Security and Net Zero, ‘Draft Load Control License Regulations and Conditions’, 10 
December 2025. 

https://www.ofgem.gov.uk/guidance/preliminary-strategic-direction-statement-industry-codes
https://www.ofgem.gov.uk/guidance/preliminary-strategic-direction-statement-industry-codes
https://es.catapult.org.uk/wp-content/uploads/2022/04/Digitalising-Licensing-in-Energy.pdf
https://es.catapult.org.uk/wp-content/uploads/2022/04/Digitalising-Licensing-in-Energy.pdf
https://www.gov.uk/government/consultations/smart-secure-electricity-systems-sses-programme-draft-load-control-licence-regulations-and-conditions
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Roadmap for governing autonomy in the grid 

 
Figure 11: Roadmap for governing autonomy in the grid.  
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Chapter 4: 

Getting AI into the system 
AI can only deliver benefits to consumers and the grid if it is successfully integrated into everyday grid 
operations. Research, demonstrations and pilots will not unlock the full extent of expected benefits - 
these will only come from real world deployment. 

Taking AI applications all the way to real world deployment in the grid is highly challenging today. Time 
and again, organisations and individuals we spoke to expressed concern and frustration at how 
difficult it was to take AI tools from idea all the way through to implementation. 

Data availability and integration with legacy software are significant technical challenges in their own 
right, but they are often accompanied by risk-aversion in operational environments, inconsistent and 
sometimes perverse funding incentives, and immature or ambiguous testing and assurance 
landscapes. 

These barriers must be addressed together, otherwise removing one will simply lead to another 
becoming the binding constraint. Successfully achieving this will depend on transforming mindsets, 
incentives, institutional structures, and capabilities. 

A mindset of continuous evolution 

Historically, running the electricity grid revolved around managing large, high-cost physical assets with 
operational lifetimes that extended over decades. This required a mindset focused on getting the initial 
purchase right - detailed technical specifications, exhaustive initial testing, and tight capital cost 
management.  

This worked because both technology and society’s needs changed slowly over many years. Five-year 
planning cycles were appropriate. We could take a decade to thoroughly prove a new technology and 
then gradually roll it out across the network. 

This is no longer the case. New generations of consumer-facing products with new capabilities are 
released over timeframes of weeks and months, not decades. More importantly, they are 
fundamentally digital, meaning their software and behaviours can be updated remotely in seconds 
rather than requiring new hardware. This is made even more true by AI control algorithms, which can 
change their behaviours based on the latest data inputs. 

  



Independent Review of AI Deployment in the Electricity Networks 

68 

AI itself is also developing rapidly. New capabilities are appearing in timeframes of days, weeks, and 
months, with evidence pointing to an especially fast-moving technology frontier139 140. This is driving 
rapid growth in demand for compute to power AI, which is set to more than double by 2030141, with an 
associated four-fold increase in UK data centre electricity demand expected in the same period142.  

139 Stanford Institute for Human-Centred Artificial Intelligence, ‘Artificial Intelligence Index Report 2025: Chapter 
2: Technical Performance’, 2025. 
140 METR, ‘Measuring AI Ability to Complete Long Tasks’, 19 March 2025. 
141 Hahn, C., ‘The UK’s data centre boom: growth trends, drivers, and the rising power challenge’, Oxford 
Economics, 8 December 2025, chart ‘IT Power capacity, GW’. 
142 Clark, A., Burnett, N., Stewart, I. and Woodhouse, J., ‘Data centres: planning policy, sustainability, and 
resilience’, House of Commons Library, 27 May 2026. 

At their core, AI models do not share the same attributes as physical assets. Physical assets are 
static, and their design decisions are locked irrevocably into physical form. Conversely, AI models are 
built using design decisions that can be reversed and updated with ease. Their behaviour will often 
change as their input data changes, and their lifetime is measured in months (or weeks), not decades. 

It is therefore no surprise that mechanisms originally designed to deliver value through large and 
infrequent physical investments are not well suited to delivering value from AI tools and technologies - 
some of which are liable to evolve so rapidly that their value proposition itself may change 
substantially even while related decision-making processes about funding, procurement and so on, 
are in progress. 

Unlocking rapid value from AI therefore requires a shift in mindset in how we manage investment and 
risk, moving from upfront decision-making to continuous improvement, innovation, and investment. A 
key mechanism to achieve this is to redesign incentives such that they no longer reinforce the old 
mindset, but instead begin to reinforce the new one. 

Aligning incentives with continuous evolution 

Effectively incentivising innovation in regulated monopolies is hard. The energy sector struggles to 
achieve this internationally, and GB’s RIIO framework is held up as a comparatively good example for 
others to follow143. However, there is a recognised gap between developing and trialling a solution and 
adopting it at scale. AI innovators are most acutely affected by this because AI technology develops 
so quickly. 

143 Joskow, P., ‘The Expansion of Incentive (Performance-Based) Regulation of Electricity Distribution and 
Transmission in the United States’, 17 June 2024. 

Ofgem’s Strategic Innovation Fund144 (SIF), a key mechanism for innovation in the sector, has 
recognised this and the recent changes proposed in the SIF report145 represent a major step forward. 
While we support these changes, they do not fully address the underlying incentives that make it 
difficult to deploy AI solutions quickly. 

144 Innovate UK Business Connect, ‘Ofgem Strategic Innovation Fund’, accessed 19 June 2026. 
145 Ofgem, ‘Strategic Innovation Fund Challenges: 2026 to 2033’, 13 May 2026. 

Networks are incentivised to work from long-term plans 

Network revenues are set largely upfront by Ofgem as part of five-year price control periods. 
Revenues are based on detailed plans submitted by the networks, outlining how they will deliver 
specific outputs. Should they wish to increase their profit margin, networks must (later) seek to deliver 
those same outputs more efficiently146. In doing so, networks must justify to the regulator that what 

 

146 Efficiency savings are shared between networks and consumers. 

https://hai.stanford.edu/assets/files/hai_ai-index-report-2025_chapter2_final.pdf?utm_source=chatgpt.com
https://hai.stanford.edu/assets/files/hai_ai-index-report-2025_chapter2_final.pdf?utm_source=chatgpt.com
https://hai.stanford.edu/assets/files/hai_ai-index-report-2025_chapter2_final.pdf?utm_source=chatgpt.com
https://metr.org/blog/2025-03-19-measuring-ai-ability-to-complete-long-tasks/?utm_source=chatgpt.com
https://metr.org/blog/2025-03-19-measuring-ai-ability-to-complete-long-tasks/?utm_source=chatgpt.com
https://www.oxfordeconomics.com/resource/the-uks-data-centre-boom-growth-trends-drivers-and-the-rising-power-challenge/
https://www.oxfordeconomics.com/resource/the-uks-data-centre-boom-growth-trends-drivers-and-the-rising-power-challenge/
https://commonslibrary.parliament.uk/research-briefings/cbp-10315/?utm_source=chatgpt.com
https://commonslibrary.parliament.uk/research-briefings/cbp-10315/?utm_source=chatgpt.com
https://commonslibrary.parliament.uk/research-briefings/cbp-10315/?utm_source=chatgpt.com
https://link.springer.com/article/10.1007/s11151-024-09973-x
https://link.springer.com/article/10.1007/s11151-024-09973-x
https://iuk-business-connect.org.uk/programme/ofgem-strategic-innovation-fund/
https://iuk-business-connect.org.uk/programme/ofgem-strategic-innovation-fund/
https://www.ofgem.gov.uk/guidance/strategic-innovation-fund-challenges-2026-2033
https://www.ofgem.gov.uk/guidance/strategic-innovation-fund-challenges-2026-2033
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they delivered (for example substituting one technology for another) represents genuine efficiencies 
rather than underdelivery of the outputs. Networks are therefore in the habit of defining detailed plans 
upfront and tracking deviations from that plan. So while the overall incentive mechanism is sound 
(though arguably somewhat ill-suited to fast-moving digital technologies), a consequence of this 
process is that it reinforces a culture of long-term planning and definition upfront, rather than 
continuous adaptation. 

Ofgem recognised that five years upfront funding is a long time horizon in the context of rapidly 
changing digital technologies. It introduced Digitalisation Strategy and Action Plans (DSAPs) in an 
attempt to address this. Networks refresh their DSAPs every two years and provide a progress update 
on each action every six months. Although these shorter timeframes are more aligned with the 
timeframes for development of AI-based innovations, the DSAPs still take the form of ‘plan and deliver’ 
rather than continuous iteration. Most crucially, because there are no direct financial incentives or 
penalties attached to the DSAPs they have not been particularly effective at driving innovation into the 
system.  

Ofgem also introduced a digitalisation ‘reopener’ that allows networks to request additional funds for 
digitalisation activities mid-way through the price control. However, the digitalisation reopener process 
was explicitly designed to only allow additional funding when networks’ responsibilities had changed, 
not when technology advances offered a better way to do something. Networks are expected to fund 
that type of activity by reallocating funds from work in the original plan and justifying that to Ofgem. 

The consequence of this is that fully capitalising on rapid AI advancements to transform operations is 
commercially and culturally challenging for networks within a price control period.  

Networks are incentivised to reinvent solutions 
While core network funding is delivered as part of a five-year price control, networks can secure 
additional funding on top of that for developing innovative solutions with partners through SIF and 
Network Innovation Allowance (NIA) projects. This incentive structure has been actively helpful in 
encouraging networks to innovate147 148. However, since it provides a strong financial incentive for 
networks to explore a novel solution it inadvertently makes it harder for AI innovators with proven 
solutions to quickly scale adoption across multiple networks. This poses a challenge for AI innovators 
seeking to develop sustainable business models because the barrier to securing ongoing revenue is 
relatively high. 

147 CrowdFlex helped gather data and build models for consumer participation in flexibility, so that NESO could 
more confidently rely on it. 
148 Predict4Resilience uses probabilistic models to predict where faults might occur during severe weather to 
speed up fixes. 

Innovation funding helps raise the ceiling of performance, but is less effective at raising the floor of 
minimum performance within a price control, which is important in ensuring benefits are achieved at 
scale. 

Incentives need to change to accelerate adoption of AI 

While some of the challenges of incentive structures are partly unavoidable when regulating using 
multi-year price controls, Ofgem should ensure that, as far as possible, incentives are aligned to 
support continuous improvement with AI and rapid adoption of proven solutions across multiple 
networks. 

 

https://smarter.energynetworks.org/projects/10070764/
https://smarter.energynetworks.org/projects/10061710/
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Recommendation 29: Ofgem should redesign digitalisation incentives and 
funding to reinforce network-wide continuous implementation, investment, and 
improvement in AI, by 2028 
Ofgem should consider direct incentive mechanisms focused on how well a network manages its 
continuous implementation of AI and digital technologies – for example financial incentives on DSAPs. 
As part of this, Ofgem should update its DSAP guidance to distinguish between long-term investments 
in platforms (which last years and so benefit from long-term planning and monitoring of progress) and 
continuous investment in AI and digital tools that may have shorter lifetimes. Regulatory scrutiny of 
DSAPs (and any incentives) should focus on assessing how effectively networks manage that 
continuous investment149, not just the longer-term investment.  

149 An example incentive that illustrates the principle would be to provide networks with a fixed allocation of 
money for AI adoption that they do not need to justify in advance, and then have a symmetrical performance 
incentive of +/- 20% of that which is assessed after the fact based on Ofgem’s evaluation of how well that money 
was used to continuously identify and implement high value solutions as technology evolved. 

Ofgem should consider how to continually raise the floor on expectations of AI adoption in proven use 
cases within a price control period, rather than just incentivising networks who raise the ceiling. This 
should include incentivising networks to adopt AI innovations that have been proven by other 
networks, for example introducing large funding uplifts for the SIF Deployment Phase when multiple 
networks are adopting a solution. Ofgem should monitor and report on how often AI solutions are 
adopted quickly across multiple networks.  

Continuously evolving sector structure 

The electricity sector is highly regulated, with clear roles and boundaries. Consumer relationships are 
owned by energy suppliers, not networks. Networks own grid infrastructure, but cannot own 
generation. The system operator balances the grid, but does not physically switch the system. 

These roles have been evolving quite significantly in recent years: NESO was created to separate out 
system operation from asset ownership150, Distribution Network Operators are starting to perform 
Distribution System Operator functions151, aggregators increasingly act as intermediaries for 
consumers in wholesale and flexibility markets, new load controller licensing is being introduced152 and 
Elexon has been given the market facilitator role153.  

150 Ofgem, ‘Response to Statutory Consultation on National Energy System Operator Licences’, 29 August 2024. 
151 Ofgem, ‘ED2 Business Plan Guidance’, 30 September 2021, pp. 31-39. 
152 Department for Energy Security and Net Zero, ‘First Phase Energy Smart Appliances Regulations’, 1 
December 2025. 
153 Ofgem, ‘Coordinating flexibility: the market facilitator blueprint’, 17 October 2025. 

Changes to the structure and rules of the system are important for AI for two reasons. Firstly, 
transformational impact from new technologies often comes from a fundamental reshaping of 
organisational roles across a sector154. Secondly, AI in particular lends itself to the compression or 
amalgamation of roles. The ability to deploy intelligence (and potentially autonomy) at scale has the 
potential to fundamentally change the economics of many processes, including within the electricity 
sector. 

154 Hagel III, J., Singer, M., ‘Unbundling the corporation’, March 2003. 

Much of the transformative value from AI in the grid may be unlocked by changes to electricity sector 
roles caused or made possible by AI, not just deployment of AI within existing organisations. 
Governance of the sector must recognise this and act accordingly. 

 

https://www.ofgem.gov.uk/publications/response-statutory-consultation-national-energy-system-operator-licences-and-other-impacted-licences
https://www.ofgem.gov.uk/sites/default/files/2021-09/ED2%20Business%20Plan%20Guidance%20-%20September%202021_1.pdf
https://www.gov.uk/government/consultations/smart-secure-electricity-systems-sses-programme-first-phase-energy-smart-appliances-regulations/smart-secure-electricity-systems-sses-programme-first-phase-energy-smart-appliances-regulations-consultation-document-accessible-webpage
https://www.ofgem.gov.uk/consultation/coordinating-flexibility-market-facilitator-blueprint
https://hbr.org/1999/03/unbundling-the-corporation
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Recommendation 30: Government and Ofgem should continue to move towards 
regulatory approaches that are well suited to governing the new and evolving 
organisational roles that AI may enable 
Government and Ofgem should continue to evaluate the effectiveness of current regulatory 
approaches in enabling the system to transform effectively, and should pay particular attention to 
indicators that AI is changing roles in the system in ways that require changes in regulatory approach 
or where new forms of organisation should be permitted. 

DESNZ’s recent review of Ofgem’s role155 identifies some key themes and levers. Ofgem should 
employ tools which have been proven in other sectors to help deliver proportionate regulation at pace, 
such as General Authorisation Regimes. It is also important that DESNZ ensures regulation 
encompasses the whole Energy System Value Chain156 to avoid gaps as roles change. 

155 Department for Energy Security and Net Zero, ‘Ofgem Review: final report’, updated 22 April 2026. 
156 Department for Energy Security and Net Zero, ‘Ofgem Review: final report’, updated 22 April 2026. 

Delivering key enablers 

While changes to mindset, incentives and structure are the strongest fundamental levers to accelerate 
AI adoption in the grid, three underlying enablers are critical to adoption at scale: data infrastructure 
and availability, compute infrastructure, and focused, sector-wide coordination of testing and adoption. 

Data infrastructure and availability are essential 

The first of these is the underlying data infrastructure and data availability. The inability to access data 
and the challenges associated with legacy systems were some of the most commonly cited barriers to 
AI adoption in the grid in our stakeholder engagement. The UK has been investing in this for several 
years, building on the Energy Data Taskforce157 and Energy Digitalisation Taskforce158, and some of 
these investments are starting to mature. For example, network open data portals are gaining traction, 
and grid data is now available in the Common Information Model format. While this early start puts the 
UK in a relatively strong position compared to many other countries, there is still much to do.  

157 Energy Data Taskforce, ‘Energy Data Taskforce: A Strategy for a Modern Digitalised Energy System’, 12 
June 2019. 
158 Energy Digitalisation Taskforce, ‘Energy Data Taskforce: Two Years On’, 12 January 2022. 

Recommendation 31: Government should continue to prioritise, and where 
possible accelerate, digitalisation of the energy system 
This acceleration should include programmes to upgrade existing technology and deliver new digital 
capabilities outlined in DESNZ’s Energy Digitalisation Framework159 and NESO’s Sector Digitalisation 
Plan160. NESO’s ongoing digitalisation of its systems (e.g. through the Open Balancing Platform) and 
the Data Sharing Infrastructure must proceed at pace to ensure the GB grid has solid digital 
foundations to operate on. Similarly, increased investment in robust cyber security measures, while 
not a particular focus of this review, will be essential in an increasingly AI-enabled grid. 

159 Department for Energy Security and Net Zero and Ofgem, ‘Energy digitalisation framework: a vision for a 
coordinated and connected energy system’, 23 March 2026. 
160 National Energy System Operator, ‘Sector Digitalisation Plan’, 2025. 

While these programmes are generally comprehensive, there are some specific AI-relevant data gaps. 
One AI innovator suggested data licence terms sometimes prohibit AI training using electricity data161. 

 

161 While this is not the case for core network data, which is published under open data licences, it may be the 
case for other datasets from organisations that provide data as a commercial service. 

https://www.gov.uk/government/publications/ofgem-review-2026/ofgem-review-final-report
https://www.gov.uk/government/publications/ofgem-review-2026/ofgem-review-final-report
https://www.gov.uk/government/publications/ofgem-review-2026/ofgem-review-final-report#annex-e-the-energy-system-value-chain-esvc
https://www.gov.uk/government/publications/ofgem-review-2026/ofgem-review-final-report#annex-e-the-energy-system-value-chain-esvc
https://es.catapult.org.uk/report/energy-data-taskforce-report/
https://es.catapult.org.uk/project/energy-digitalisation-taskforce/
https://www.gov.uk/government/publications/energy-digitalisation-framework-a-vision-for-a-coordinated-and-connected-energy-system
https://www.gov.uk/government/publications/energy-digitalisation-framework-a-vision-for-a-coordinated-and-connected-energy-system
https://www.gov.uk/government/publications/energy-digitalisation-framework-a-vision-for-a-coordinated-and-connected-energy-system
https://www.neso.energy/about/our-projects/sector-digitalisation-plan
https://www.neso.energy/about/our-projects/sector-digitalisation-plan
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A very common complaint from AI innovators (and a finding from the Call for Evidence on energy 
datasets for AI Applications162) is that the format and timing of the data published by the networks 
varies hugely, making it difficult to stitch together data from across the network for AI pipelines. For 
example, when it comes to publishing aggregated smart meter data, one network publishes it daily for 
its whole network (with a three-day lag) whereas other networks publish only a subset of the data, or 
only on a monthly basis.  

162 Department for Energy Security and Net Zero, ‘Energy datasets for artificial intelligence applications’, 2 
March 2026. 

Publishing data not just in standard formats but at consistent granularities and latencies is important 
for AI innovators trying to create large scale datasets across the whole grid. While Elexon are in the 
process of addressing this for smart meter data163, there needs to be more consistency across a range 
of operational datasets. 

163 Elexon, ‘Smart Meter Data Repository’, 2 July 2026. 

Recommendation 32: Ofgem should use its powers under the Data Best Practice 
Guidance to drive greater interoperability and standardisation of granularity and 
latency by H1 2027 
Ofgem’s Data Best Practice Guidance164 has been effective in driving increased data availability, but 
Ofgem has not used its associated powers to sufficiently improve standardisation of granularity and 
latency for datasets that will be used on operational timescales. It should improve this by 

● Encouraging the networks to use the ENA Digitalisation and Data Steering Group to identify 
datasets commonly used by innovators where publication is inconsistent, make 
recommendations for standardisation, and track corresponding progress. 

● Highlighting best-in-class examples for key datasets within the Data Best Practice Guidance 
supporting information and setting an expectation that networks should justify any deviations 
from these examples. 

● Conducting a practical evaluation of how effectively networks are complying with Principle 8 
(Ensure Data Assets are interoperable with Data Assets from other data and digital services) 
using one or more specific AI innovator use cases. 

● Ensuring this standardisation for key datasets remains a priority regardless of whether the 
model for data triage changes in response to the recent consultation165.  

164 Ofgem, ‘Data Best Practice guidance’, 17 November 2025. 
165 Ofgem, ‘Securing open data in energy: triage in data best practice guidance’, 29 May 2026. 

Investing in compute infrastructure 

Greater use of AI for grid operations is likely to require increasing amounts of compute over the 
coming several years, even when accounting for potential future efficiencies of hardware and software. 
Broadly speaking, this compute takes three forms: research compute, commercial compute, and 
operational compute.  

Research compute is required to support large scale model training and development, particularly 
applications such as reinforcement learning for balancing actions and topology optimisation. The UK 
has already committed significant investments to Sovereign AI (e.g. the AI Research Resource166), so 
ensuring grid use cases can easily access these facilities is important (see Recommendation 34). 

  

 

166 Department for Science, Innovation and Technology, ‘AI Research Resource’, 4 June 2026. 

https://www.gov.uk/government/calls-for-evidence/energy-datasets-for-artificial-intelligence-applications
https://www.elexon.co.uk/2026/07/02/elexon-to-launch-smart-data-repository-this-autumn-following-government-decision/
https://www.ofgem.gov.uk/guidance/data-best-practice-guidance
https://www.ofgem.gov.uk/guidance/data-best-practice-guidance
https://www.ofgem.gov.uk/consultation/securing-open-data-energy-triage-data-best-practice-guidance
https://www.ofgem.gov.uk/consultation/securing-open-data-energy-triage-data-best-practice-guidance
https://www.gov.uk/government/publications/ai-research-resource
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Commercial compute already represents a large portion of compute used for grid applications, and 
involves use of cloud, on premise and edge-based compute by commercial organisations like battery 
optimisers, aggregators, and energy traders. As AI-controlled devices provide an increasing amount of 
our grid services, the security and resilience of these compute arrangements will need to be carefully 
monitored, and they may start to fall into the third category - operational compute. 

Operational compute is high-security, high-
resilience (and typically low-latency) compute 
that is increasingly required to support real-
time grid operations that rely on AI. This not 
only needs to be UK-based for national 
security reasons, but resilience requirements 
go well beyond typical cloud computing due to 
the need to be robust to complete failure of the 
power system for an extended period. 

Recommendation 33: Government 
should invest in high-resilience 
sovereign AI compute that can 
underpin future grid operations AI 
workloads 
It is critical that the UK avoids any situation in 
which necessary or high value operational 
deployment of AI in the grid is constrained by 
lack of high-resilience operational sovereign AI 
compute. Government and national security 
organisations therefore need to work with 
NESO and the networks to plan and fund 
sufficient high-resilience operational sovereign 
AI compute to support grid operations now and 
in future. 

Government should also consider the extent to 
which AI-based control of distributed energy 
resources by large organisations (e.g. 
suppliers and aggregators) will be essential to 
system restoration plans in future, and 
therefore what levels of resilience to power 
outages controllers of these assets should be 
required to meet. 

Coordinating testing and adoption 

Aligning incentives to encourage implementation of AI will be helpful but will only lead to gradual 
change without focused efforts for coordination and acceleration. 

AI Use Case: Rapid Connection 
Assessments 
 
Multi-year delays in connecting to the grid represent a 
major challenge for both renewable generation and 
large-scale demand such as housing and data centres. 
Wider queue reforms have set out to reduce these 
delays, but there is a combination of factors that make 
these delays difficult to address, including: 
• the volume of speculative applications 
• assessment workflows being heavily reliant on text-

based documentation 
• interdependencies meaning that any single project 

withdrawal or scope change could alter power flow 
dynamics across the entire queue, requiring time-
consuming restudies for all downstream applicants 

 
AI can play a key role by: 
• automating basic feasibility tests to allow applicants 

to perform those before applying 
• speeding up parallel load flow and constraint 

analyses 
• identifying complementary project groupings and 

automatically recalculating queue dependencies 
following any change 

 
There has been recent progress on this internationally. 
The US Department of Energy has launched a $30m 
Artificial Intelligence for Interconnection (AI4IX) 
programme to modernise the grid connection 
application process using AI. Pacific Northwest 
National Laboratory created ‘PermitAI’ prototype that 
reviewed a large number of policy documents to 
develop an AI-ready database to accelerate the 
environmental review process for grid applications.  
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Recommendation 34: Government should fund a national AI for Grid Innovation 
Delivery hub that provides a clear pathway for delivering AI solutions across the 
grid 
The primary purpose of this hub is to accelerate testing and implementation of AI solutions in the grid 
by providing a streamlined pathway for AI innovators to access not only research and testing facilities, 
but also deployment opportunities across multiple network companies. 

It should provide a single clear entry point for AI innovators to access data, testing facilities, and 
commercial opportunities in the UK grid. 

Its functions should include: 

● Curating a pipeline of industry-defined AI-related grid challenges 
● Coordinating the preparation of datasets to support AI application to those challenges 
● Facilitating the creation of shared benchmarks, testing protocols and evidence standards 
● Developing end-to-end pathways for AI innovators to rapidly develop, prove and deploy 

solutions for particular use cases across both the networks and other end users 
● Supporting AI innovators by actively managing transitions between stages and organisations 
● Identifying and working to address gaps in UK testing and demonstration capabilities and 

facilities 
● Running industry-funded competitions and pre-procurement activities to evaluate AI solutions 

and accelerate procurement decisions 
● Enabling UK AI innovators to scale internationally by showcasing UK solutions and positioning 

UK-developed benchmarks and standards as international reference points 
● Advising policy makers and regulators on barriers to adoption or emerging opportunities and 

risks 

It would serve as a suitable vehicle for implementing or supporting several of the recommendations in 
this review that require coordination including forecast benchmarking and marketplaces, collation of 
dynamic security assessment datasets and testing suites, defining operational design domains, and 
establishing safety case standards, among others (Recommendations 5, 7-11, 14, 21-24, 32). 

It could also include engagement with the investor community to support innovators in securing 
funding to scale, although this would not be an initial focus. 

Several factors will be critical to its success. 

Firstly, NESO and the networks should be actively involved as co-designers and co-funders. The 
effectiveness of the hub will be largely dependent on its ability to deliver innovators’ solutions into 
those organisations, so a deep understanding of their operational needs, implementation hurdles, and 
procurement processes will be essential. 

Secondly, the hub should work closely with regulators, cyber security organisations, and industry to 
ensure that benchmarks, tests and evidence standards are designed to effectively support the safety 
cases that industry must put forward and regulators oversee and sign off. 

Thirdly, the hub would need an effective mechanism to coordinate innovators’ access to a national 
network of testing and demonstration facilities. This network should be built around current centres of 
excellence and existing facilities, and organised under a shared framework with a collaborative 
operating model, coordinated funding, and a mechanism for ensuring genuine participation.  

This would include, for example, power flow and grid simulation at the University of Oxford, power 
systems testing at the Power Networks Demonstration Centre, power systems measurement at the 
National Physical Laboratory, consumer interactions at the Energy Systems Catapult Living Lab, as 
well as the AI Research Resource clusters. These existing facilities may need strengthening or 
extending to better serve grid AI innovators. This will generally be more cost effective than creating 
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entirely new facilities, although the hub may also identify gaps that are best served with new facilities. 
Essential in ensuring these facilities work effectively for innovators is a mechanism for coordinating 
access and making handoffs seamless, which is what the hub would provide. 

Fourthly, in order to effectively curate challenges, create benchmarks and help the industry robustly 
evaluate AI solutions it is important that the hub has its own deep technical expertise on power 
systems, grid operations and AI. Attempting to achieve this through part-time industry involvement, 
intermittent academic consultation, or a revolving door of temporary experts will not provide the depth 
required to coordinate this highly technical domain effectively. The hub will require permanent, 
dedicated, specialist staff who are appropriately compensated for their expertise167. The scale of core 
operational funding for the hub needs to take this into account, and is likely to be on the order of £20m 
over 5 years. 

167 As with ARIA and AISI, this will require hiring outside of the standard Civil Service pay scale. 

Finally, the hub should have the power to disburse funding for competitions and other ecosystem 
activities, potentially on the order of £100-150m over the next 5 years. Some of this may come from 
existing funding sources. 

Given the pace of AI developments, the hub should be established rapidly, and certainly within the 
next 6-12 months. A well-designed, technically deep hub with a focus on accelerating AI solutions 
through to implementation would play a critical role in ensuring developments in AI research quickly 
translate into tangible value for consumers through grid operations. 
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Figure 12: Innovation to deployment pathway for AI innovators with grid-relevant solutions, as supported by the 
proposed AI For Grid Innovation Delivery Hub. 
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Table of recommendations 

# Recommendation Owner Key 
contributors 

1 Government should set a strategic intent to move to full probabilistic, risk-based 
grid operations by 2035 and planning by 2036, and set out a roadmap for 
implementation as part of its upcoming AI for energy strategy 

Government - 

2 NESO should work with networks to develop probabilistic risk modelling of grid 
operations by 2030 

NESO Networks 

3 Government should work with industry, Ofgem and wider society to develop 
appropriate risk metrics and thresholds by 2030 

Government Ofgem, 
Industry, Wider 
Society 

4 Government should consider a phased rollout of risk-based operation in one or 
more regions before a national rollout 

Government NESO, 
Networks 

5 Establish open benchmarking and leaderboard challenges for weather-dependent 
power system forecasting by H1 2027 

Government Networks 

6 NESO and DSOs should have the capability to quickly add, manage and use large 
numbers of probabilistic forecasts in their core operations by 2030 

NESO, 
DSOs 

Ofgem 

7 NESO should consider whether setting up an energy forecasting marketplace 
would help accelerate AI forecasting adoption in the grid 

NESO - 

8 UKRI should fund the development and integration of GPU-accelerated power flow 
solvers into open-source power modelling tools 

UKRI Researchers 

9 UKRI should focus funding on using AI to accelerate power flow models UKRI NESO, 
Researchers 

10 NESO and networks should prioritise making data available that supports AI 
research into dynamic security assessment 

NESO Networks 

11 NESO and networks should release an open-source high-fidelity model of a GB-like 
grid with an accompanying interactive training environment by 2028 

NESO Networks, 
UKRI 

12 Government should prioritise ensuring benefits from AI-driven flexibility accrue to 
consumers 

Government Ofgem 

13 DESNZ, Ofgem and NESO should embed control systems expertise into electricity 
market design to account for the system dynamics created by widespread AI 
optimisation 

DESNZ, 
Ofgem, 
NESO 

- 

14 Government should work with NESO and researchers to create a shared capability 
for system-level testing of agentic AI systems 

Government NESO, 
Researchers 

15 Government should ensure AI optimisers receive effective signals of grid 
congestion on operational time frames 

Government Ofgem, NESO 

16 Ofgem should develop and implement new mechanisms for ensuring consumers 
get fair value from suppliers and asset optimisers 

Ofgem - 

17 Government should require Ofgem and the CMA to develop and maintain active 
capability to prevent, detect and respond to gaming and tacit collusion on both 
short and long timescales 

Government Ofgem, CMA 

18 Government should continue to fund schemes and promote mechanisms that give 
fuel poor households access to flexible energy devices 

Government - 
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# Recommendation Owner Key 
contributors 

19 Government and Ofgem should review cost recovery mechanisms for network and 
policy costs to ensure they remain efficient and fairly distributed as AI optimisation 
becomes widespread 

Government 
Ofgem 

NESO, 
Networks 

20 Government should explore whether a publicly owned aggregator could deliver 
more value from flexibility for the public estate 

Government - 

21 Government should work with industry to agree a clear framework for defining 
autonomy in the grid by H1 2027 

Government - 

22 Government should work with Ofgem, NESO, industry and researchers to establish 
a common framework for specifying operational design domains for grid 
applications by H1 2028 

Government Ofgem, NESO, 
Industry, 
Researchers 

23 Government should work with Ofgem and AISI to develop a safety case framework 
for autonomous AI in the grid by 2030 

Government  Ofgem, AISI 

24 Ofgem should work with industry to identify an AI use case for which moving up the 
delegation levels is desirable, and use this to develop best practice for doing so 
effectively at appropriate pace 

Ofgem Industry 

25 Government should develop a long-term roadmap for updating accountability and 
liability mechanisms to account for AI-enabled autonomy in the grid as part of its AI 
Strategy 

Government Ofgem 

26 Government should clearly define approval authorities and processes for 
deployment of AI-enabled autonomy in the grid 

Government Ofgem 

27 Government should build UK capability in defining and encoding objectives for AI 
systems 

Government AISI, 
Researchers 

28 Ofgem should develop a roadmap for digitalising codes and regulations, including 
mechanisms for AI-readable compliance and automated regulatory assurance 

Ofgem Code 
Managers 

29 Ofgem should redesign digitalisation incentives and funding to reinforce network-
wide continuous implementation, investment, and improvement in AI, by 2028 

Ofgem NESO, 
Networks 

30 Government and Ofgem should continue to move towards regulatory approaches 
that are well suited to governing the new and evolving organisational roles that AI 
may enable 

Government, 
Ofgem 

- 

31 Government should continue to prioritise, and where possible accelerate, 
digitalisation of the energy system 

Government NESO, Ofgem, 
Networks,  

32 Ofgem should use its powers under the Data Best Practice Guidance to drive 
greater interoperability and standardisation of granularity and latency by 2027 

Ofgem NESO, 
Networks 

33 Government should invest in high-resilience sovereign AI compute that can 
underpin future grid operations AI workloads 

Government NESO, 
Networks 

34 Government should fund a national AI for Grid Innovation Delivery hub that 
provides a clear pathway for delivering AI solutions across the grid 

Government NESO, 
Networks 
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